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Abstract 

Power integrity is about getting the right power to the load.  At 32 Gb/s the challenges of 

designing a low noise power delivery network are not just the fast edge speeds and 

diminishing timing margins. The lower signaling voltages also provide a problem. 

Leveraging past designs to sprinkle decoupling capacitors across modern applications 

with numerous low voltage dc-dc converters can create unexpected noise sources and 

extra part counts.  A 32 Gb/s FPGA will be used to show how transmitter jitter is 

improved by engineering the impedance of the PDN ecosystem and at the same time 

reducing the part count. 
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Introduction 

Power integrity (PI) focuses on delivering the right power to modern day high speed 

digital electronics. At 32 Gb/s it is not just the fast edge speeds and diminishing timing 

margins, but also the lower signaling voltages that contribute to the challenge of 

designing a low noise power delivery network.  Voltage spikes on the power rails can 

exceed device specifications and quickly render a device unusable for high reliability 

applications. Excessive power rail ripple can directly translate into degraded SERDES Tx 

and Rx performance with reduced eye height and increased timing jitter.  Increasing the 

number of decoupling capacitors to mitigate a PI problem is a band-aide that fails to 

address the performance demands of a power delivery network.   
 

An FPGA example will clearly demonstrate that it is not the quantity, but rather the 

quality of the decoupling capacitor selection that matters.  Simulation and measurements 

of power delivery network impedances will show how a decoupling network can fail 

when excited by the spectral content of FPGA SERDES signals.  Design analysis of the 

interaction of the voltage regulator module (VRM), the decoupling capacitors, and the 

load transient currents will highlight that these exist as an ecosystem.  Analysis of the 

VRM design and the FPGA packaging will also highlight the challenges of selecting the 

proper decoupling capacitors and why more is not always better.  A step by step process 

will demonstrate how to optimize the decoupling capacitors to reduce resonances and 

create a maximally flat impedance vs. frequency.  A demonstration using the resulting 

reduced part count, the engineered impedance decoupling network, and the previous 

FPGA signaling example will show a reduction in noise.  

 

Simulations will include EM analysis of the printed circuit board (PCB) layout and 

transient simulations of the power delivery network (PDN).  Measurements include 

network analyzer power delivery impedance vs. frequency and oscilloscope power rail 

voltage ripple vs. time.  

 

32 Gb/s SERDES Power Integrity Ecosystem 

 

The Xilinx UltraScale+ GTY transceivers [1] are organized into groups of four referred 

to as Quads. Each Quad consists of four receivers and four transmitters, Figure 1. The 

transceivers in the Quad share some resources such as clock generators.  They also have 

common power supply connections.   

 

In the package, the Quad power supply die ports are connected to package power supply 

nets, see Figure 2.  These package power supply nets connect the die bumps to the 

package pins that connect to the power supply on the printed circuit board.  In the 

package, the power supply nets may have decoupling capacitors.  
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Figure 1:  Transceiver application model. 

 

In many of the UltraScale+ packages, the transceivers are located on both the right and 

left sides of the die and package.  Within the package, separate power distribution 

networks are provided for the transceivers on each side of the package, see Figure 2.  So, 

the transceiver power supplies have a separate right side and left side power distribution 

networks.   

 

 

 
Figure 2  Virtex UltraScale+ VU3P transceiver orientation with left and right side power 

distribution. 
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Power supply distribution network design must address two operational bands.  One of 

these bands will be referred to as “Mission Mode” operation.  The other band will be 

referred to as “System State” operation. The Mission Mode operation relates to the 

voltage and current transients generated by the transceiver circuits switching at the speed 

of the serial bit stream.  For 32 Gb/s operation, the transceiver is switching at GHz 

frequencies. 

 

System State Mode is related to the system state changes in the transceivers.  For 

instance, if a transmitter and/or receiver is reset or powered up or down, the power supply 

to the transceiver must react to the change in required load current. At the same time, the 

voltage must remain within prescribed tolerances for voltage levels and for allowable 

noise amplitude.   

 

An important use case for the power supply design is when some transceivers are 

operating, i.e. receiving and transmitting bits in Mission Mode, while another set of 

transceivers execute a System State change, i.e. power up or down.  The power supply 

must maintain the voltage regulation throughout the change in power supply loading.  

The data sheet informs the designer with the limits of allowable deviation in the power 

supply voltage.  If the power supply voltage to the transceiver is allowed to deviate 

beyond the limits prescribed in the data sheet, the probability of bit errors increases. 

 

The challenge for the power supply designer is to design a system that will react to a step 

change in the load current while maintaining voltage regulation at the load.   

 

A power supply network consists of a VRM, a PDN on the printed circuit board, a 

package PDN and, of course, a loading circuit, see Figure 3.  All the components 

contribute to the behavior of the power supply network and must be included in any 

power supply design analysis. 

 

 

 
 

 
Figure 3  Power supply network components, top. Physical organization of power supply 

components, below. 
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For this work, a Virtex UltraScale+ VU3P [2] in a 1517 pin package is mounted on a 

board as shown in Figure 4.   

  

    
Figure 4  Printed circuit board power supply component layout. 

 

Initial Load Transient Measurement 

As an initial measurement, an oscilloscope current probe was placed in the current path 

of the MGTAVTT power supply voltage and an oscilloscope voltage probe was place on 

the MGTAVTT power plane.   

 

The UltraScale+ VU3P device was powered up and programmed with an application that 

instantiated one GTY Quad, i.e. four transceivers.  The power down control for this Quad 

was toggled and the oscilloscope trigger set to trigger when there was a positive step 

change in the MGTAVTT power supply current.  The step load current and voltage 

waveforms for this measurement are shown in Figure 5. 

 

 
Figure 5  Power-up a GTY Quad: MGTAVTT voltage and current waveform 
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The step in current for the measurement is from 130mA to 660 mA for a delta of 530 mA 

per Quad.  The MGTAVTT voltage has a peak deviation of 24 mV.  Checking the 

specification in the data sheet for MGTAVTT operating voltage range, a deviation of 10 

mVpk-pk is allowed.  So, in this case, the voltage deviation from the current load 

transient will exceed the published range of acceptable operating voltage.   

 

Also, if more than one Quad were to be powered up, the voltage deviation would scale 

the increased current load transient and voltage power rail ripple. 

 

The rest of this paper will analyze the MGTAVTT power supply network and identify 

steps that can be taken to mitigate the transient noise as a result of powering up a set of 

transceivers.  

 

How to Simulate the 32Gb/s SERDES PI Ecosystem 

The initial desire of every engineer is to start building a high-fidelity model that captures 

all the details, and then with a simple press of the “simulate” button get the predicted 

performance of the design.  The challenge is that there are always trade-offs in the level 

of fidelity that one can achieve given the available vendor supplied data, measurement 

resources, and hardware availability.  To overcome some of these challenges, it is helpful 

to break down each element and start with simplified models to determine what level of 

fidelity is desired.  The PI ecosystem can be broken down into the power supply module, 

the PCB power delivery network, and FPGA SERDES load. 

 

Power Supply Module 

The power for the transceivers is provided by the custom PMP9407 Xilinx Virtex 

UltraScale MGT Power Supply [3] that fits in a 1.95” x 3” form factor.  The MGTAVTT 

output is designed for 1.2 V with a maximum of 10 A. The modularized supply uses a 

TPS544B20 step down converter with integrated MOSFET switches, and internal current 

sensing for lower power consumption. External support circuitry and bulk capacitors are 

provided on the module along with a digital PMBUS interface for additional control and 

monitoring. 

 

The supply utilizes a proprietary pulse width modulation scheme that is non-linear.  This 

means that there is no simple equation for the ramp voltage of the dc-dc converter to set 

the duty cycle.  This simplifies the use model, but makes it challenging to verify in 

simulation. Time spent trying to implement a high fidelity non-linear model may be 

counterproductive before first identifying the basic design trade-offs.  

 

The best way to get a simplified model is to measure it [4], see Figure 6. Measurements 

of the PMP9407 VRM are easily made on the topside at the bulk capacitors to look at the 

output of the regulator.  However, this does not include the additional inductance of the 

connector pins that route the supply rail on the module to the FPGA motherboard.  

Measurements on the bottom side at the output of the connector show an additional 9.2 

nH of loop inductance (series L) that must also be included in the simple model of the 

VRM module. 
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Figure 6: Measurements on the VRM power rail are done on the top side of the PCB at the output of 

the bulk capacitors, and on the bottom side to obtain an estimate of the additional series L that the 

connector adds. 

    

A small signal step load is introduced by connecting the 50 Ω output from a pulse 

generator directly to the VTT power supply output to get the natural response.  The pulse 

is set to 1.2 V to -10 V to provide a stepped current load of approximately 175 mA with a 

2 ns edge speed. The voltage is monitored at the PCB using a 1-port probe and a DC 

block connected through a Picotest J2113A ground isolator.  The oscilloscope is digitally 

filtered with a cutoff at 3 MHz and averaged.  The VRM is also measured with a forced 

response set at the ringing frequency observed in the natural step load response.  The Q 

can be approximated as the ratio of the peak forced response to the peak natural response 

or 8 mV/3.4 mV=2.3, Figure 7. 

 
Figure 7: The natural step response with a 175mA step is shown on the left, and then the forced 

response at the ringing frequency is shown on the right.  The ratio of the forced response divided by 

the natural response gives a Q of 2.3 

   

The Q of 2.3 is clearly evident in the voltage response and this underdamped response 

shows that there is room for improvement.  The transient measurement may make it easy 

to see what needs to be improved, but it provides little information on how to do it.  The 

transient information does not make it easy to create a model for the VRM. 

 

It is the frequency domain that will provide sufficient information to create a 

measurement based model of the VRM.  A 2-port shunt through network analyzer 

measurement was performed on the topside of the PCB at the output of the bulk 

capacitors using a J2113A semi-float isolator and a pair of P2100A probes [5].  

Measurements were also made on the bottom side at the output of the blade style power 

connector to characterize the additional series impedance that the interconnect adds.  
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Measuring with the VRM on and with the VRM off provide the necessary information to 

build a simple model and quickly identify the source of the under damped stability 

problem in the time domain measurement, Figure 8.   

 

   
Figure 8: Measurement of the MGTVTT power rail on top of the PCB and on the bottom at the 

connector pins. Red is the off state, and blue is the on state. 

 

The inductance can be measured from the increasing slope at higher frequencies and this 

confirms the added inductance of the connecting power pins to the motherboard PCB.  

The inductance is only 2 nH measured on the top of the PCB, and then an additional 4nH 

is added when measured on the bottom at the connector pins.  The connector pins are 

only one half of the mated connector length when attached to the motherboard PCB, so 

an accurate model for the connector inductance would be roughly 8 nH.  The inductance 

can be estimated, Figure 9, by assuming that both the real and the capacitive reactances 

are small and using the ideal equation for inductance [6]: 

 

Equation 1:   𝑳𝒊𝒅𝒆𝒂𝒍 =
|𝒁|

𝟐𝝅𝒇
         Where: Z is in Ohms, f is in Hertz, and L in nH. 

 

This assumption is valid in the MHz range where the inductance is flat vs frequency. 

 

  
Figure 9: Impedance converted to inductance.  Constant L vs. frequency occurs in the MHz region 

where R and C are small and the impedance is dominated by the ideal inductance. 

 

This measured data can then be brought into a simulation tool to create a measurement 

based model.  The difference between the VRM on and off state provides the necessary 
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estimates for the active output inductance for use in a simple series R-L regulator model.  

This is not to be confused with the physical inductor at the pulse width modulated 

(PWM) switching output of the VRM.  The difference between the on and off states 

shows at what frequency the VRM control loop cannot keep up and the output impedance 

increases.   At higher frequencies, it is the job of the bulk capacitors and smaller 

decoupling to provide power to the load.   Using Equation 2 of converting measured 

impedance Z to L, the  active inductance for the VRM R-L model is estimated at 114 nH. 

The DC resistance is roughly 2 mΩ based on the measured low frequency impedance 

within the VRM bandwidth. 

 

   
Figure 10: Plotting the VRM output impedance vs frequency for the ON and OFF states clearly 

shows the location of the active output inductance of the VRM control loop. 

 

The VNA measurement also includes phase information that can be used to look at a 

Bode plot of the gain phase margin for an indication of stability, Figure 11.  Recalling 

that the closed loop (ON) is equal to the open loop (OFF) divided the gain vector 

T(BODE) plus one and solving for T(BODE) results in [5]:  

 

Equation 2:       𝑻(𝑩𝒐𝒅𝒆) = [
𝑶𝒑𝒆𝒏𝑳𝒐𝒐𝒑𝑶𝑭𝑭

𝑪𝒍𝒐𝒔𝒆𝒅𝑳𝒐𝒐𝒑𝑶𝑵
− 𝟏]         

 

   
Figure 11:  The output impedance measurements of the VRM in the ON and OFF state can also be 

used to calculate the Bode gain phase estimate of stability. 

 

The bode plot with unwrapped phase shows only 24 degrees phase margin at the 0 dB 

gain crossing for this selection of bulk capacitor loading and the active output inductance 

of the VRM, Figure 11.  The peak in the impedance plot also corresponds to the 

resonance observed in the transient step response [7].  
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Using the simple series R-L VRM model along with the parallel bulk decoupling 

capacitance and series connector inductance yields the simulated response can be tuned to 

match with measurement.  The tuned results confirm the active excess inductance of 

110nH and a resistance of 2 mΩ for the VRM, Figure 12. 

       

 
Figure 12: Matching simulation to measurement yields an R-L model for the MGTVTT regulator of 

R= 2mΩ, and L=110nH. 

 

The active inductance of the VRM R-L model can be balanced with the decreasing 

impedance of a capacitor to achieve flat impedance [4] using the following equation: 

 

Equation 3:   𝑪𝑩𝒖𝒍𝒌 =
𝑳𝒗𝒓𝒎

(𝒁𝑻𝒂𝒓𝒈𝒆𝒕)𝟐  where 𝑳𝒗𝒓𝒎 Henries of inductance, and 𝒁𝑻𝒂𝒓𝒈𝒆𝒕 Ohms of impedance. 

Targeting a 3 mΩ flat impedance requires a capacitor of 
𝐿𝑣𝑟𝑚

(𝑍𝑇𝑎𝑟𝑔𝑒𝑡)2 = 110 nH / 3 mΩ2 or 

approximately 13 mF with an equivalent series resistor, ESR, of 3 mΩ.  This is confirmed 

by connecting the R-L equivalent VRM model to a 13 mF 3 mΩ capacitor, Figure 13.  

The flat impedance design eliminates the resonant peak in the impedance and is one way 

of reducing the ripple that was seen in the step load and forced responses.  In simulation, 

it is easy to add 13 mF of capacitance, but this value is considered excessive both in cost 

and size for adding to the bill of materials.   

 

        

 
Figure 13:  Increasing the bulk capacitor to flatten out the impedance vs frequency and improve 

stability, requires an unrealistic value of 13 mF. 
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Unfortunately, this is not the only problem, the power supply module PCB and capacitor 

also add 2 nH and the connector adds 9 nH, so an additional 11 nH is present at the 

motherboard.  This requires an additional bulk capacitance on the motherboard PCB of 
𝐿𝑣𝑟𝑚

(𝑍𝑇𝑎𝑟𝑔𝑒𝑡)2 = 11 nH/3 mΩ2 or approximately 1.2 mF with a 3 mΩ ESR.  This is confirmed 

by simulating with the connector inductance in the path, Figure 14. 

 

 
Figure 14: The additional inductance of the power connector pins results in an increase in the bulk 

capacitance requirement for the motherboard. 

   

This initial calculation for flat impedance to critically damp the step load response 

assumes that the dynamic current from the load requires this low target Z.  If not, even a 

small increase in the flat Z impedance can significantly lower the required bulk 

capacitance since it is a function of R squared.  Assuming that all of the 10 mV pk-pk 

ripple can be used by the 530 mA State Change, then this would give a maximum target 

Z of  aproximately 10 mV/530 mA or 18 mΩ. 

  

Increasing the 𝑍𝑇𝑎𝑟𝑔𝑒𝑡 to only 6 mΩ already brings the bulk capacitor requirements back 

into alignment with the more realistic ~1 mF bulk capacitor C values of the original 

PMP9407 design. 

 

The amount of bulk capacitance can also be reduced if the VRM active inductance is 

reduced.  This VRM has limited user controls for reducing the dc-dc converters active 

output inductance, however the VRM active inductance is proportional to the output filter 

inductance .  Reducing the value of the filter inductance to reduce the active inductance 

comes at the expense of higher ripple current.  Increasing the switching frequency can 

help to reduce this higher ripple current, but with slightly higher switching ripple voltage.  

The designer’s challenge is understanding the actual dynamic load to determine how 

much margin can be allocated to the steady state switching ripple vs. the dynamic step 

load.  
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Figure 15: Modifications to the original PMP9407 power supply schematics to increase the switching 

frequency for a lower cost-effective output bulk capacitance that still achieves a stable flat Z design. 

 

The modified VRM design for MGTAVTT, Figure 15, increases the regulator’s RT 

control resistor from 36.3 kΩ to 56.2 kΩ to change the switching frequency from ~500 

kHz to 650 kHz [3].  This reduces the output inductor from 820 nH down to 220 nH, 

which in turn reduces the active output inductance to only 33 nH and a 3 mΩ resistance.  

This smaller active inductance can be compensated on the power supply module PCB 

with just two 470 uF bulk capacitors, and only one additional 330 uF on the FPGA 

mother board to compensate for the power connector inductances, Figure 16. 

 

   
Figure 16: Modified VRM design showing flat Z design and the elimination of the higher Q resonant 

peak that was in the original design at 17 kHz. 

 

This analysis was done by just evaluating the PMP9407 power supply module, and 

already we have a simple R-L-C model to use with the rest of the PDN design along with 

ideas on how to improve the performance. 
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Transceiver Package and Die Model 

Contributing to delivering power to the circuits on the die is the package and the 

associated internal power supply decoupling capacitors [8]. The impedance of the 

package model including the package PDN, and the internal decoupling capacitors, is 

shown in, Figure 17.   

 
Figure 17: PDN impedance at die for package and internal decoupling capacitors. 

 

In Figure 18, the PCB PDN is attached to the package power supply pins.  The 

impedance of the PDN as seen from the die varies with PCB PDN impedances. The three 

traces in Figure 18 show the PDN impedance at the die with the PCB PDN represented as 

an open, a 0.1 Ω resistor and a short.  From these three traces, we observe the PCB PDN 

primarily affecting the die power supply voltage at frequencies less than ~4 MHz. 

 
 

Figure 18: Power supply impedance at the die comparing variations in the PCB PDN impedance. 
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Therefore, the majority of decoupling for supporting mission mode switching is provided 

by the package decoupling. On the other hand, the PCB PDN significantly affects the 

mission mode generated power supply noise at frequencies less than 4 MHz. 

 

Next, we look at the thru impedance from the power supply package pins to the power 

supply at the die.  This impedance affects the transfer of noise from the package pins to 

the die and can be used to understand the noise requirements for the power supply at the 

power supply package pins.  The MGTAVTT power supply thru impedance is shown in, 

Figure 19. 

 
Figure 19:  Through impedance from power supply package pins to the power supply at the die. 

 

In Figure 20 we observe the power supply impedance looking into the package pin 

without the PCB or VRM connected. This is an impedance to ground and will interact 

with the PCB PDN and the VRM to realize the overall performance of the full 

MGTAVTT power supply circuits.   

 

 
Figure 20: Impedance of MGTAVTT at the package pin 
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When the PCB PDN is attached to the package pins, the full MGTAVTT PDN 

impedance can be observed at the package pin.  This impedance is shown in Figure 21.  

In the figure, there are three traces showing the effects on the MGTAVTT PDN 

impedance caused by varying the PCB PDN from low to high impedance. 

 

 
Figure 21: Effects on MGTAVTT PDN impedance by the PCB PDN impedance. 

 

 

Next using a source voltage at the MGTAVTT package pin, we observe the voltage at the 

die and calculate the voltage noise transfer function from the package pin to the die.  This 

is shown in Figure 22.  From this plot, we see that any power supply noise at the package 

pin at frequencies below ~4MHz will not be attenuated at the die.  With exception of 

some frequencies around 150MHz, power supply voltage noise at the package pin will be 

reduced at the die because of attenuation by the package PDN. 

 

 

 
Figure 22  MGTAVTT voltage noise transfer function from package pin to die 

 



 

17 

 

Finally, using the manufacturer’s requirement of 10mV maximum power supply voltage 

noise for the transceivers, we apply 10mV to the package pin and observe the voltage 

noise at the die.  This voltage noise is shown in Figure 23.  As you can see the voltage is 

attenuated at frequencies above 4MHz especially at frequencies above 150MHz. 

 

 

 
Figure 23  MGTAVTT voltage noise at the die with 10mV applied at the package pin 

 

 

PDN PCB Design 

 

Given the FPGA package and the VRM now one must design the PCB PDN to connect 

the two.  The PCB interconnect between the VRM and the packaged FPGA must provide 

the local charge storage that covers the frequency range above the ~4kHz control loop of 

the VRM and below the ~4 Mhz provided by the FPGA package decoupling.  The 

difficulty is in understanding the interactions and impact that the distributed interconnect 

layout has.  If there is inductance and series resistance in the path, then this will increase 

the amount of capacitance required to compensate for these additional losses. 

 

The VRM is on a separate plug in card that attaches to the FPGA motherboard using a 

Samtec 5.00 mm PowerStrip™/30 A Dual Leaf Socket.  This makes it easy to replace the 

power supply, however, this type of design can add additional inductance and resistance 

in the power delivery path.  One might assume that additional series L and series R is 

negligible, but modern designs with very low target impedances can be quite sensitive to 

additional inductance and resistance in the path.  

 

The VTT power plane is in the middle of the PCB to simplify stack-up symmetry and to 

leave the outside layers for the high-speed signal routing.  The BGA and the VRM 

module attach on the top side of the board, and the decoupling capacitors attach to the 

bottom side.  Given this design, a quick investigation of the capacitor placement, BGA 

via inductance, and power plane capacitance provide some interesting results that show 

some of the complexities in power delivery. The comparisons are done by analyzing both 
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impedance vs. frequency and natural step load response simulations.  The impedance vs 

frequency tells one where to look for the problem and the natural step response provides 

a relative performance metric.   To simplify the analysis, a 500 mA load step with a finite 

50 nS rising edge is used.  Figure 24 shows the load step and the corresponding low pass 

filter behavior of the spectral content. 

 

 
Figure 24: Transient plot of the 500mA, 50 nS Load Step and the spectral content. 

 

A simplified model including just the VTT power plane and key stack-up layers provides 

the ability to quickly simulate the different scenarios, Figure 25.  The simplified layout 

also makes it easy to look at the impact of capacitor placement. 

 

 
Figure 25: MGTVTT PCB power distribution with routing from topside VRM power connector to 

inner layer power ground plane pair.  Topside FPGA load with bottom side decoupling capacitors. 

 

Initially only one power and ground via pair at the FPGA was used to investigate the 

sensitivity to capacitor placement on the PCB.  The VRM is modeled as 3 mΩ with 33 

nH based the initial measured data and the sink is left at high impedance.  A subset of 

four 4.7 uF decoupling capacitors are used to highlight the complexity of some of the 

interactions. Reading the impedance plot in Figure 26 it shows a low frequency parallel 

resonance between the VRM active inductance and the decoupling capacitor.  At high 

frequencies, there is a second parallel resonance between the decoupling capacitor’s 

inductance and the PCB power plane capacitance.  Using this impedance profile with the  

500 mA step load shows both an initial high frequency ripple at the 500 MHz impedance 

peak, and a second lower frequency ripple at the 184 kHz peak.  Placing the capacitor 

closer to the FPGA has a small 2 mΩ reduction in ESR at 800 kHz. 
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Figure 26: Comparison of capacitor placement near the load vs far from the load when only one 

BGA power via with ground vias is considered.  

 

Simulating with only one power and ground via pair connection to the FPGA load may 

have been valid when components only had one power pin, but the low target Z 

requirement of the FPGA means that there is an array of power ground vias to reduce the 

impedance.  Adding in an additional 16 power ground via pairs reduces the PCB power 

plane inductance from 1nH to 300 pH as shown in Figure 27.  This does help to reduce 

the high frequency impedances; however, it is interesting to note that since the plane 

capacitance did not change, then the parallel resonant peak stays the same and the ripple 

magnitude at this frequency is the same. The location of the capacitors is similar to the 

previous example with a small reduction in ESR. 

 

 
Figure 27:  Adding 16 more power ground via pairs at the FPGA reduces the PCB inductance and at 

the same time starts to make the parallel anti-resonance more sensitive to capacitor placement.  

 

Changing the stack-up power to ground distance from 2.2 mils to 10 mils finally shows a 

measurable sensitivity to the capacitor placement.  The capacitor farthest away now 

shows higher inductance and the resonant peak with the package decoupling is moved 

higher in frequency to 800 MHz, Figure 28. The higher inductance seen by the placing 

the capacitors far away from the FPGA increases the voltage ripple for the 83 MHz 

resonance, vs. placing the capacitors next to the FPGA. 
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Figure 28:  Increasing the power to ground plane spacing increases the sensitivity to capacitor 

placement. 

 

The result of this PCB analysis is that the thin dielectric between power and ground 

planes along with wide plane layer distribution results in little sensitivity to the placement 

of the 4.7 uF capacitors. 

 

Another factor to consider is that if the simulation is to be correlated with measurement, 

one must consider how the measurement will be done [9].  Although the desire is to 

measure the impedance at the FPGA package pin, it is unusual to find test points that 

enable low impedance measurements of the PDN at the package pin.  A convenient place 

to measure is at the pads of a decoupling capacitor connected to the power net near the 

package.  In the case of the Xilinx UC1262 PCB the MGTAVTT measurements were 

done at the C316 4.7 uF 1206 ceramic capacitor located near the FPGA.  Simulating the 

difference between measurement on the bottom side capacitor pads with and without the 

capacitor loaded can then be compared with a simulated measurement at the BGA pad to 

see the differences.  The results shown in Figure 29 show that measuring at the capacitor 

location is not the same as measuring at the BGA pin, and for matching simulation with 

measurement, one must make sure that the same locations are used. 

 

 
Figure 29:  Comparing measurement location C316 simulated impedance data with impedance at the 

BGA Pin.  The dashed black line is without C316 installed, the other traces include the C316 4.7uF. 
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PI Ecosystem 

 

The next step is to put together a simple model of the PDN system to get an 

understanding of how the VRM plus PCB plus Load will work together to cover the full 

bandwidth of power delivery.  The System State change investigation of the load 

identified the step load transient of 530 mA per quad. However, we still need to know 

what range of frequencies the PCB decoupling capacitors are expected to cover.   

 

Starting at the power supply module we can use the simple R-L model that captures the 

target resistance and the output inductance that the PCB sees at the PMP9407 power 

supply connector.  The analysis of the PMP9407 power supply module showed that at 

low frequencies it is designed for a 3 mΩ target impedance (Z).  If all of the 10 mV 

allowed voltage ripple can be used by the 530 mA state change transient, then this would 

allow a higher target Z of 18 mΩ. Together this provides a good starting point for a 

minimum and maximum target Z at the lower frequencies.   

 

The bulk capacitance on the PCB must compensate the L in the simple R-L model at the 

lower frequencies and maintain the target Z vs. frequency up until the package takes over.  

The previous Figure 20 showing the model of the FPGA package and die with the 

impedance at the package pin provides a good estimate of the bandwidth required for the 

PCB decoupling.  The detailed model of the FPGA load is proprietary, but one can make 

a reasonable assumption that the lowest frequency decoupling capacitance on the package 

is where the PCB decoupling ends and the package and die capacitors take over.  The 

model provided by the vendor shows an impedance at the package pin that makes it easy 

to determine the package capacitance available for compensating the allowable 

inductance vs. frequency on the PCB motherboard.  The maximum PCB inductance can 

then be calculated from [5]: 

 

Equation 4:   𝑳𝒎𝒂𝒙 = 𝑪 ∗ (𝒁𝑻𝒂𝒓𝒈𝒆𝒕)𝟐  where 𝑪 in Farads, 𝒁𝑻𝒂𝒓𝒈𝒆𝒕 in Ohms, and 𝑳𝒎𝒂𝒙 in Henries 

 

Figure 30 shows the PCB maximum inductive impedance vs. frequency slope for a target 

Z of 10 mΩ, and a target Z of 3 mΩ.   
 

 
Figure 30: Target Z from the VRM R-L model, and package and die model capacitance are used to 

set the target impedance for the PCB. 
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This information can then be input to a simulation of the PCB decoupling for 

optimization of the values and a reduction in overlap and ineffective decoupling values, 

Figure 31.  Designing for flat impedance minimizes the quantity of capacitors required, 

while at the same time reducing the possibility of rogue waves and EMI from high Q 

resonances. 

 

 
Figure 31:  Optimizing the capacitors for flat impedance using Keysight’s ADS PIPro simulator. 

 

The optimized decoupling capacitors along with the EM model of the PCB are then used 

in a more detailed model of the PI eco-system that includes a state space average model 

of the VRM [10], [4] and the package die model with the required step load, Figure 32. 

 
Figure 32 : Detailed model of the PI ecosystem with VRM state space average model, PCB EM model 

with decoupling, and package die load model with step load transient. 

 

This type of model provides both time and frequency domain responses, Figure 33. 

 
Figure 33: Power Integrity ecosystem simulation with small signal and large signal response. 



 

23 

 

 

How to Measure the 32 Gb/s SERDES PI Ecosystem 

Given the required allowable noise on the SERDES power supply rail, we can provide 

stresses to the power supply and measure the effects on the power supply signal delivered 

to the load. For instance, we can make a System State change to the transceiver from 

powered-up (active) to powered-down (inactive) state. 

 

Measurements 

The initial measurements were used to generate some simple models of the PI ecosystem 

to better understand the design trade-offs for a given application.  The models quickly 

helped to confirm the source of the largest resonances in the power rail ripple and 

provided insight into possible improvements. The final measurements again use the 

System State change step load generation and power rail ripple measurement method 

from the previous section. Measurements are also made of the PDN impedance using the 

2-port shunt through method at both the VRM bulk capacitors, and the 4.7 uF C316 

capacitor near the Xilinx FPGA. 

 

The measurements step through modifications to the design showing the impact in 

performance both in the time domain power rail transient and in the frequency domain 

PDN impedance. 

 

Measurement Results 

The initial measurement set-up required the addition of wire jumpers large enough for 

current probes to be connected as shown in Figure 34.  The current probes are used to 

determine the 530 mA delta step change in current per quad transceiver block turning on 

or off.  However, the large current loop of the jumper wires shown in Figure 34 can 

impact the performance of the power delivery network.  To verify the impact, the step 

load and impedance vs frequency were measured with and without the jumpers. 

 

 
Figure 34:  Wire jumpers added to the UC1262 motherboard to allow for the connection of current 

probes. 
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Measuring with the jumpers showed a step load ripple transient with an under damped 

ringing at 100 kHz that exceeds the 10 mV ripple specification, Figure 35.  In the 

frequency domain, the impedance peak at 100 kHz is clearly seen in the measurement at 

C316 near the package.  The impedance measurement at the VRM shows how this 

impedance peak seen by the load is not visible through the inductance of the connector 

path to the motherboard.  

 

 
Figure 35:  Add current sense jumpers, no other modifications. 

 

Removing the wire jumpers significantly reduces the inductance of the VRM power 

supply module to the motherboard and the voltage ripple is now below 10 mV, Figure 36. 

However, the impedance plot still shows that there are not enough bulk capacitors on the 

motherboard to compensate for the inductance in the power supply connector connection 

to the motherboard. 

 

 

 
Figure 36: Remove the current sense jumpers, no other modifications. 

 

It was shown in the VRM modeling section that increasing the switching frequency 

would reduce the total capacitance required to achieve a flat impedance design.  Making 

this modification to the power supply module shows that the active inductance of the 

VRM is correctly compensated by the bulk capacitance to yield a flat impedance vs. 

frequency with only two 470uF capacitors, Figure 37. Notice the impedance peak at 17 

kHz is gone.  However, in the time domain we see that this has come at the expense of 

slightly higher switching ripple. 
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Figure 37: Swap in the modified VRM designed, but no modification to the main board capacitors. 

 

Next, we want to see the impact of adding additional bulk capacitance to the motherboard 

to compensate for the additional inductance of the VRM module power connector.  The 

original VRM is used so that only one thing is changed at a time.  This further reduces 

the peak near 100 kHz, and the voltage ripple is now significantly reduced, see Figure 38.  

However, from the impedance vs. frequency plot we still see the potential for generating 

a rogue wave if a forced response is used at the peak impedance frequencies. 

 

 
Figure 38: Additional bulk capacitors added to the main board with the original VRM. 

 

Measuring with the modified VRM power supply and the additional bulk capacitors 

added to the motherboard shows the interesting result of no visible ripple due to the step 

load change, and only switching ripple visible, see Figure 39.  The next question is to 

look at the impact of the higher frequency decoupling capacitors on the FPGA 

motherboard. 

 

 
Figure 39:  Additional bulk capacitors added to the motherboard with the modified VRM design. 
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The 4.7uF higher frequency decoupling capacitors near the package are accessible, and 

easily removed to see the impact of these capacitors on the performance.  Making this 

modification to the board with the original VRM power supply and the added 

motherboard bulk capacitors shows an increase in the power rail ripple, see Figure 40. 

Even though the impedance peak at 1.7 MHz was eliminated to reduce ripple from the 

step load change, we now see that the impedance increased at the switching frequency.  

Increased impedance at the dc-dc VRM switching frequency shows an increase in the 

measured MGTAVTT power rail ripple.  There is also an increase in impedance in the 1 

to 4 MHz range which our models indicate still need to be addressed by the motherboard 

PCB. 

 

 
Figure 40: High frequency capacitors removed from the main board with unmodified VRM. 

 

Swapping out the original VRM power supply for the modified one with higher switching 

frequency to see how it performs with the higher frequency 4.7 uF caps removed shows 

that the impedance at the switching frequency has increased resulting in a much larger 

ripple transient than before, see Figure 41.  This highlights the importance of also 

simulating with switching ripple to insure the decoupling capacitors achieve the desired 

target impedance in this range. 

 

 
Figure 41:  High frequency capacitors removed from the main board with modified VRM. 
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Key observations from the measurements are that the added inductance of the current 

sense jumpers creates a high Q resonance in the impedance plot that directly shows up as 

ringing in the System State change step load.  Removing the jumpers significantly 

reduced the MGTAVTT power rail over and undershoot.  The redesigned VRM in 

combination with the additional bulk caps on the main board to compensate for the 

connector inductance gave a very flat response, however, the desire to keep the bulk 

capacitors within a cost-effective range resulted in increased switching frequency ripple.  

Removal of the smaller decoupling caps had a direct impact on the ripple from the dc-dc 

VRM switching frequency and showed the importance of making sure that the flat target 

impedance is achieved at this frequency. 

 

The time domain and frequency domain measurements strengthened the understanding of 

what is controlling the performance of the MGTAVTT power integrity ecosystem. This 

improves the confidence level in modeling improvements to the existing and next 

generation designs. 

 

Summary 

Investigation of the power integrity for the 32 Gb/s transceivers shows that the lower 

frequency system state change step load transients are a significant challenge.  On-die 

and package capacitors provide sufficient local charge storage for the high frequency 

simultaneous switching of mission mode data.  Lower frequency load changes caused by 

power down and power up of transceivers, or repetitive payload bursts result in spectral 

content that is too fast for the power supply, while requiring more current than what the 

package and die caps can provide. 

 

Designing a quality power delivery system requires an understanding of the various 

means that stress the power supply.  There are 3 major categories of power supply stress, 

mission mode noise, external crosstalk noise, and VRM noise.  The view of the power 

supply system varies for each of these stress categories.  For mission mode noise, the 

noise source is the current transients injected into the PDN at the die and the resultant 

voltages induced when the currents interact with the PDN impedance as seen at the die.  

This investigation showed that the package and on-die capacitors provide the necessary 

decoupling to mitigate the effects of this category of power supply noise. 

 

For external crosstalk noise, the noise source is some external source coupling into the 

PDN on the PCB.  In this case, the noise generated voltage at the package pin is 

propagated to the transceiver circuits on the die through the package PDN.  An 

understanding of the transfer impedance between the package pin and the die provides 

the necessary criteria for defining the acceptable levels of crosstalk noise at the package 

power supply pin.  The sum of all the external noise sources into the PCB PDN must not 

exceed the defined acceptable level of noise at the package power supply pin. 

 

For the final category of power supply stress, VRM noise, the impedance matching of the 

VRM to the device package minimizes the noise. This impedance matching is provided 

by the PCB PDN. The target impedance of the PCB PDN provides a design criteria.  We 

calculate the target impedance for the PCB PDN using the inductance of the VRM output 
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and the load transient voltage current requirements of the die. A PCB PDN that meets this 

target impedance will result in optimal power supply response to the load transient that 

occurs when the transceiver circuit changes state, i.e. power-up/power-down.  This 

category of noise requires attention because of the interaction of the VRM, PCB PDN, 

and the device package PDN.  At the low frequency, the flat impedance design must 

compensate for the active inductance of the VRM, and as the frequency increases it must 

stay flat until the package and die caps take over. 

 

To address the required impedance matching of the VRM, PCB PDN, and device 

package PDN, this investigation used a combination of real-time transient analysis of step 

load changes with impedance vs frequency to understand the trade-offs that impact the 

performance of the power delivery ecosystem.  Power integrity is not just about high 

frequency decoupling capacitors. 
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