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Your Feedback is Welcome 
Our goal in the preparation of this Black Book was to create high-value, high-quality content. 
Your feedback is important to help guide our future books. 

If you have comments regarding how we could improve the quality of this book, or suggestions 
for topics to be included in future Black Books, contact us at 
ProductMgmtBooklets@ixiacom.com. 

 

Your feedback is greatly appreciated! 
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How to Read this Book 
The book is structured as several standalone sections that discuss test methodologies by type. 
Every section starts by introducing the reader to relevant information from a technology and 
testing perspective. 

 

Test case structure may follow this structure: 

 

Overview Provides background information specific to the test 
case. 

Objective Describes the goal of the test. 

Setup An illustration of the test configuration highlighting the 
test ports, simulated elements and other details. 

Step-by-Step Instructions Detailed configuration procedures using Ixia test 
equipment and applications. 

Test Variables A summary of the key test parameters that affect the 
test’s performance and scale. These can be modified to 
construct other tests. 

Results Analysis Provides the background useful for test result analysis, 
explaining the metrics and providing examples of 
expected results. 

Conclusions Summarizes the result of the test. 

Typographic Conventions 
In this document, the following conventions are used to indicate items that are selected or typed 
by you: 

• Bold items are those that you select or click on. It is also used to indicate text found on the 
current GUI screen. 

• Italicized items are those that you type. 
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Dear Reader 
Ixia’s Black Books include network, application, and security test methodologies that will help 
you become familiar with new technologies and the key testing issues associated with them. 

The Black Books are primers on technology and testing. They include test methodologies to 
verify device and system functionality and performance. The methodologies are universally 
applicable to any test equipment. Step-by-step instructions use Ixia’s test platforms and 
applications to demonstrate the test methodology. 

Our library of Black Books cover key technologies and test methodologies: 

Volume 1 – Network Security  

Volume 2 – Application Delivery  

Volume 3 – QoS Validation  

Volume 4 – Voice over IP 

Volume 5 – Video over IP 

Volume 6 – LTE Access 

Volume 7 – LTE Evolved Packet Core 

Volume 8 – Carrier Ethernet 

Volume 9 – IPv6 Transition Technologies 

Volume 10 – Converged Data Center 

Volume 11 –Converged Network Adapters 

Volume 12 – Network Convergence Testing  

 

Volume 13 –Ethernet Synchronization 

Volume 14 – Advanced MPLS  

Volume 15 – MPLS-TP 

Volume 16 – Ultra Low Latency (ULL) Testing 

Volume 17 – Network Impairment 

Volume 18 – Test Automation 

Volume 19 – 802.11ac Wi-Fi Benchmarking 

Volume 20 – SDN/OpenFlow 

Volume 21 – Audio Video Bridging 

Volume 22 – Automotive Ethernet 

Volume 23 – Disaggregated Network Testing 

 

These Black Books are available in Ixia’s online Resources Library.  

We are committed to helping our customers build and maintain networks that perform at the 
highest level, ensuring end users get the best application experience possible. We hope this 
Black Book series provides valuable insight into the evolution of our industry, and helps 
customers deploy applications and network services—in a physical, virtual, or hybrid network 
configurations.  

 

https://www.ixiacom.com/resources?field_resource_topic_target_id=All&field_resource_type_target_id=180&field_industries_target_id=All&keys=&items_per_page=28
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The massive number of users and services supported by social media, public cloud, and 
carrier’s migration to network function virtualization (NFV) have driven the networking 
infrastructure toward disaggregation – the separation of hardware (white box switch) and 
software (network operating system). This black book explains the test methodology required 
to fully qualify hyperscale network infrastructure based on disaggregated design. 
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Overview 
Disaggregated networking has gained wide acceptance among hyperscalers and telco data 
centers. If we drilldown into motivations and demand for such technology, we can clearly 
understand the requirements for social media and cloud titans, such as: 

• Massive number of users and services 

• Expanded east/west traffic (server to server) 

• Reduced energy consumption and footprint, and ease of maintenance 

• Openness and speed to enhance and fix bugs 

In addition, carriers have more stringent demands for: 

• Migration to network function virtualization (NFV), resulting in massive amount of virtual 
network functions (VNFs) 

• VNF performance that meets requirements in latency, performance, and scale 

• Failover and convergence to meet customer service level agreements (SLAs) 

The Evolution of Data Center Networking 
Before we get into the details of how disaggregated networking can meet these growing 
requirements, let’s review the history of data center networking. The following table summarizes 
the enabling technologies, topology, and scale of various generations of data centers. 

 

TOPOLOGY TECHNOLOGY SCALE REDUNDANCY 

Physical Data Center 

 

Classic Ethernet 
 

 

Spanning Tree 
Protocol, VLAN 

 

 

100 to 1000 
hosts 

 

4K tenants 

1:1 network 
element and link 
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TOPOLOGY TECHNOLOGY SCALE REDUNDANCY 

Virtual Data Center 1.0 

 

Equipment 
Virtualization 

 

Stack, M-LAG, 
VLAN 

 

 

100 to 10,000 
hosts 

 

4K tenants 

1+1 network 
element 

N+N link 

Virtual Data Center 2.0 

 

Underlay Network 
Virtualization 

 

TRILL, SPBM, 
FabricPath 

 

100 to 10,000 
hosts 

 

4K tenants 

N+N network 
element and link 
ECMP 

Cloud Data Center 

 

Overlay Network 
Virtualization 

 

VXLAN, IP CLOS 

100 to 100,000+ 
hosts 

 

16M tenants 

N+N network 
element and link 
ECMP 
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What is Cloud-Scale Data Center? 

Cloud-scale data center networks need to meet key design principles: 

• Open design 

• Modular architecture 

• Resiliency and fault tolerance 

• Scalable to meet dynamic workloads 

These key principles drive a data center network capable of:  

• Supporting massive numbers of users, servers, and east/west traffic 

• Using IP switching as the underlay network in a CLOS topology (spine and leaf) 

• Using BGP and BFD as the primary control-plane protocols to propagate network 
reachability at scale 

• Disaggregating hardware (white box switches) and software (network operating system 
and applications) to provide flexibility in sourcing/maintenance and expedite the 
development/deployment process 

• Applying VXLAN overlay tunnels to bridge a large amount of L2 and L3 networks 
belonging to different tenants or services 

The Open Compute Project (OCP www.opencompute.org) is a prime example of meeting these 
design principles and gaining market acceptance. A typical cloud-scale data center network (as 
accepted or inspired by OCP) consisted of spine and leaf switches with an IP underlay as the 
forwarding data plane. The spine and leaf topology, depicted in figure 1, is derived from the 
CLOS topology used in voice circuit switching networks in the early 60s. Every node connected 
with leaf switches will be able to reach other nodes via any one of the spine switches. The traffic 
between nodes is load-balanced and shared across spine switches. The IP underlay network is 
typically configured as equal cost multi-path (ECMP) with BGP, however other options like 
OpenFlow software defined networking (SDN) can also do the job. 

http://www.opencompute.org/
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Figure 1. Spine and leaf network 

 

Another key element is disaggregation of hardware and software, also known as “white box.” 
Due to the advancement of merchant silicon for switching systems on a chip, such as Broadcom 
Trident and Tomahawk chip sets, the cost of designing and manufacturing high-density and 
high-performance Ethernet switches has been significantly reduced. The software running the 
networking devices is traditionally bound with specific vendor hardware. With the effort of OCP 
and open-source hardware platforms, there are a variety of network operating systems available 
today via subscription or open-source licensing. 

Unlike the traditional integrated and single vendor solution, the disaggregated approach comes 
with a different level of skillset and supportability to keep it running. The table below 
summarizes the possible options and respective level of technical ownership. 

SOFTWARE HARDWARE OWNERSHIP TO 
INTEGRATE AND 

SUPPORT 

EXAMPLE 

Open source NOS White box End user OpenSwitch + 
Edgecore 

Vendor’s NOS White box Mostly end user Culumus + Celestica 

Vendor’s NOS Different vendor’s box Partially end user BigSwitch + Dell 

Vendor’s NOS Same vendor’s box 
(Brite box) 

Vendor HPE, Dell 
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Challenges 

With the increased responsibility to integrate and maintain disaggregated networks, data center 
operators need more stringent testing to better validate design objectives. Previously, such 
responsibility could be shared with a single vendor providing a turn-key solution. Operators now 
need to carefully quantify the following: 

• Interoperability between vendor’s hardware and software implementations. The greater 
flexibility comes with a higher risk of not interoperating properly. 

• The scaling and performance of IP packet forwarding, including the resiliency and 
failover performance of ECMP. 

• The performance and capacity of BGP routing tables across CLOS topology. 

• The buffer/queueing management and expected latency performance. Different NOS 
and merchant silicon implementations can vary drastically. 

General Test Topology 
Now that we understand the IP CLOS forwarding fabric and disaggregated networking concept, 
let’s design the test topology to fully characterize the design principles and key benefits. Such 
test topology is critical and a necessity to allow end users and vendors to quantify the result of 
combined software and hardware in disaggregated network designs. Many end users in carriers 
and enterprises are taking more responsibility to design and integrate multi-vendor solutions. An 
effective and standards-based benchmark methodology is the best tool to compare the 
performance results with quantifiable metrics. 

With the networks like spine and leaf fabric and the ability to load sharing across ECMP, we will 
need a traffic generator/analyzer (like the IxNetwork test solution) to connect to various parts of 
the IP CLOS fabric, as depicted in figure 2. The IxNetwork test ports can be connected to: 

• The leaf switches facing servers – the test ports (R1) emulate traffic coming from servers 

• The spine switches facing leaf switches – the test ports (L4) emulate a leaf switch (and 
R2 servers behind) with multiple ECMP links connected with spine switches 

• The spine switches facing other data centers – the test ports (F1) emulate traffic coming 
from other data centers 



Disaggregated Network Testing Overview 

Find us at www.keysight.com          Page 8 

 
Figure 2. Spine & leaf network test topology 

The key benefits of this test topology with IxNetwork: 

• Emulate full scale of VM and hosts without setting up racks of servers 

• Generate full line-rate traffic across all east/west ports 

• Emulate leaf switches to fully characterize the RIB (routing information base) and FIB 
(forwarding information base) across entire IP CLOS fabric 

• Quantify the performance of network convergence and resiliency due to failures 

• Support IETF benchmark test RFCs, including RFC 2544, 2889, and new 7747 for 
RIB/FIB benchmark test on BGP 

Test Tool: Ixia IxNetwork 
IxNetwork delivers performance testing under the most challenging conditions. Capable of 
generating multiple terabytes of data and analyzing up to four million traffic flows 
simultaneously, IxNetwork scales to handle the most powerful devices and the largest networks. 
With its enhanced real-time analysis and statistics, this powerful solution emulates everything 
from routing and switching, data center Ethernet, and SDN to broadband access and industrial 
Ethernet. And graphical user interface (GUI) wizards make it easier for users to meet a wide 
range of performance requirements with minimal resources. 
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IxNetwork enables users to: 

• Save capital expenditure in testing – Emulate a very large number of routers/switches 
without using real devices 

• Identify problems in the labs before deployment in the field – Realistically mimic 
real-world conditions with granular traffic generators and stateful AppLibrary 

• Understand performance and scaling bottlenecks – Rely on unparalleled density, 
scale, and performance to stress and take down the most powerful networking devices 

• Reduce test time – Use Ixia QuickTest packages based on IETF benchmark test 
methodology RFCs (RFC 2544, 2889, and 7747) 
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Test Methodology for Forwarding Performance 
With the objective to validate east/west fabric, figure 3 depicts the test configuration to emulate 
a large amount of server racks. The well-known RFC 2544/2889 benchmark test methodology is 
highly effective to quantify the throughput and latency from servers to servers. The test ports are 
connected to leaf switches and emulate a large number of VM/IP hosts.  

 

Figure 3. Sample test configuration for forwarding performance 

When it comes to redundancy and load balancing, testing from leaf and server sides will not be 
sufficient. We need the test ports to emulate a leaf switch and terminate traffic across all ECMP 
links, as depicted in figure 4. Essentially, the test system (with multiple test ports) is emulating a 
leaf switch (with all the Ethernet ports to form an ECMP relationship with spine switches), 
servers, and IP/VM hosts behind it. The system under test (SUT) is a combination of spine and 
destination leaf switches. As recommended in RFC 7747 section 5.2.2 and section 5.2.3, the 
following test procedure should be performed: 

1. P1/P2/P3/P4 peering BGP (and BFD) with S1/S2/S3/S4 respectfully. 

2. P1/P2/P3/P4 advertise same routes xx and configure ECMP to destination xx. 

3. P5 sends traffic to routes xx. 

4. P1 initiates “Link Disconnect.” 

5. Record the number of lost packets after the convergence is complete (determined by the 
TX frame rate matching the RX frame rate and the frame count delta between TX and 
RX stops increasing). 
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6. Convert the lost packet count to convergence time based on the TX frame rate. For 
example, if the traffic generator is sending 1000 frames per second, the loss of 5 
packets equates to 5 ms of convergence time. IxNetwork includes a real-time statistic to 
automatically report the convergence time, displayed as “Packet Loss Duration.” 

 
Figure 4. Sample ECMP test configuration 

Another variance is to test a single device under test (DUT), which is a leaf or spine switch. As 
depicted in figure 5, the IxNetwork test system is emulating the spine, leaf switches, and the IP 
hosts behind them. 

 

Figure 5. Sample test configuration with single DUT as leaf switch 

The following test cases will demonstrate the test methodologies and detail steps-by-step 
configuration with automated test packages available in IxNetwork. These test packages include 
RFC 2544, 2889, and 7747 QuickTest Web Edition. More details about the RFC 7747 test will 
be in a later section. 
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Test Case 1: Qualifying Switching Fabric with East/West 
Traffic - RFC 2544 QuickTest Throughput & Latency Test 

Overview 

This test case uses the RFC 2544 benchmark test to characterize the data forwarding 
performance of east/west switch fabrics. The IxNetwork QuickTest Web Edition RFC 2544 
automated test package is used to execute the test methodology and emulate the large number 
of hosts/servers connected with leaf switches. The SUT is the leaf switches with multiple spine 
switches forming the redundant paths (ECMP). The test interfaces could vary from 10G, 25G, 
40G, 50G, 100G, and 400G Ethernet. 

Objective 
• Understand the no-drop throughput and latency across east/west fabric in data center 

• Benchmark different vendor’s implementation, including disaggregated design 

Setup 
The test traffic is initiated between the Ixia emulated Host1 with IP address range of 
172.1.1.0/24 and Ixia emulated Host2 with IP address range of 172.200.1.0/24. Both Leaf1 and 
Leaf2 has 4x 100G host ports and 4x 100G spine uplinks. 
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Step-by-Step Instructions  
1. Open up your favorite web browser and access the Ixia chassis or application server. From the 

dashboard, click on the “New Test” under QuickTest. 
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2. Once the new page pops up, the base structure of WebQT is displayed. Please notice that there 
are three main components: 

a. Test Series 

b. Traffic 

c. Network 

 We start to configure from the bottom physical layer first and move up to the test series. 

 

[Note] You can also bring up an IxNetwork configuration to be used to configure the QuickTest 
traffic and network. For example, you can manually validate the east/west fabric with IxNetwork, 
bring the same configuration to QuickTest, then run the RFC 2544 test to benchmark no-drop 
throughput. 
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3. For the manual configuration, click “add” button to see the list of available Quick Tests 
(QT). 

 
4. Select the RFC2544 Throughput test with IPv4 to IPv4 scheme. 

 
5. Before configuring the QT, you need to assign the physical ixia port to the test. 

a. First on the Leaf1 host side: 
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 [NOTE] If the whitebox switch doesn’t support forward error correction (FEC) on the 100G 
Ethernet interface, the FEC must be disabled.  

 
b. Assign four ports to the Leaf2 host side and also disable FEC. 
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[NOTE] (Optional) WebQT can forcefully take over the ownership of the assigned Ixia ports, 
regardless of the current ownership status. It is recommended to not use this option. 
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c. Make sure you see the right number of the ports 

 
6. Configure the devices on both Leaf1 Hosts and Leaf2 Hosts for the following three 

sections: 

a. Device Group Multiplier to determine the number of emulated devices 

b. Ethernet MAC address incrementing scheme 

c. IP Address incrementing scheme 

7. Click on the Leaf1 device and configure the device: 
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8. Repeat the same procedure for Leaf2 Hosts: 
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9. Configure the traffic flow (Leaf 1 to Leaf 2 multi-link) and validate the basic BGP fabric 
capability. Select the source and destination check box on either side. We will enable the 
bi-directional option to automatically create traffic flows for the other direction. 

 

 

 



Test Methodology for Forwarding Performance 

Find us at www.keysight.com          Page 22 

10. Select many-to-many mesh and check the Bi-Directional box. 

 

11. Finally, configure the RFC2544 test series. Follow the workflow from top to bottom, set 
the name of the test and include the test in the timeline if you want to multiple 
QuickTests in sequence. Make sure to set the desired test duration. In this test, we use 
the default 20 seconds of test duration. 
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12. Enable the 4 Byte Signature box to use 64-byte frame, otherwise the frame size will be 
adjusted to 66 bytes. List the packet sizes you wish to test. In this test, we have added 
jumbo frame 9000 bytes. 
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13. In the statistics setup menu, you can enable detail analysis on important parameters like 
jitter, sequence check, and data integrity check. Please note that jitter and sequence 
error cannot be enabled at the same time. 

 

14. By default, the frame loss is the factor for Pass/Fail criteria, and you can also add other 
variables such as latency or jitter. In this test, we are just using the packet loss variable. 
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15. In RFC2544 binary search default options, you can expect to start with 10% of line rate 
and have incremental rate until it reaches 100% of line rate without packet loss. If there 
is any packet loss, it will back off by 50%. 

 

16. Click the start button, and you should see the running test screen. 
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[Diagram] Runtime update with color coded status bars 

 

17. During runtime, it automatically switches to the statistic view.  
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Results Analysis  

From the test result, we have noticed that the no-drop throughput was different on each packet 
size. Especially the 64-byte frame has the throughput around 75% of theoretical capacity of 
east/west fabric. This means if your network environment has mainly smaller packets, you may 
need to consider deploy more spine switches when throughput reaching the benchmark 
threshold. 

Among the multiple ECMP links, when one particular link received heavier load than others, we 
observed the lower performance and higher latency. Efficient ECMP load balancing is the key 
contributor to the performance. Depends on the traffic pattern in your datacenter, you may need 
to tweak the hashing algorithm to improve performance.  

 

[Diagram] Test result shows no-drop throughput and latency across different frame sizes 

Test Variables 

Depends on the scale and bandwidth requirement, it is important to consider how many spine 
and leaf switches to be deployed and the oversubscribing ratio. You can adjust the number of 
host ports and Ethernet speed to give enough stress to the entire spine-leaf architecture. 
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Test Automation 
The step-by-step configuration described in this test case (and the following ones) can be 
automated for regression test. Since the IxNetwork QuickTest Web Edition is a HTML web 
based application, the entire GUI operation can be accessed via the REST API combined with 
your preferred high level wrapper like Python for automated test regression. For example, once 
user successfully configures and executes the QuickTest manually, the entire test can be 
exposed in REST API for further automation. 

Conclusions 
IxNetwork RFC 2544 QuickTest can effectively benchmark the performance of east/west 
forwarding fabric. It is essential to understand the performance bottlenecks when designing and 
planning data center with various vendor’s solutions and technologies. The entire test sequence 
can be efficiently automated with modern APIs for repeatable test regression.  
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Test Case 2: ECMP Resiliency - RFC 7747 QuickTest ECMP 
Failover Test 

Overview 
This test case is designed to validate the resiliency of spine and leaf network topology. With the 
implementation of ECMP, the spine switches provide multiple data paths for the event of link or 
system failure. Following the test methodology described in previous section, the QuickTest 
RFC 7747 BGP/ECMP Failover test will be used to emulate a leaf switch and sufficient hosts to 
fully characterize all EMCP links provided by spine switches.  
 

Objective 

• Measure how quickly the system under test converges when one of the ECMP links fails 
• The impact will be measured by the amount of packets loss during the event of failure 

and presented as convergence time 

• Observe how system under test recovers when the failed link is restored 

• Understand system under test’s behavior and performance under different sizes of BGP 
routes. The amount and types of routes will be chosen to stress the Routing Information 
Base (RIB) 
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Setup 

The test topology includes total of 5 whitebox switches, 4 configured as spine switches, and 1 
configured as a leaf switch. There are 4 Ixia ports emulating a Leaf2 switch and forming ECMP 
relationship with 4 spine switches.  Another Ixia port is simulating the racks of hosts/servers 
connecting with Leaf1 switch. The traffic in this test is between emulated hosts behind Leaf1 
(172.1.1.0/24) and Leaf2 (172.200.1.0/32). The Ixia Leaf2 emulates a large number of /32 
routes to stress the system under test.  

 

Step-by-Step Instructions  

1. Continuing from the RFC2544 test, click Add button to see the list of available Quick 
Tests 

 

[Note] You cannot run the RFC2544 and BGP Failover test in the same time series due to the 
interface and topology conflict. RFC2544 cannot be run from the ixia BGP router device group. 
It is recommended create a new WebQT session for BGP failover.  
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2. Select the RFC 7747 Test, and select IPv4 BGP/BFD test case 

 

 

3. The QuickTest menu pops up, follow the workflow from top to bottom.   
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4. Repeat the steps similar to RFC2544 test, assign the physical Ixia ports to the device 
group. Make sure you see the right number of ports on each side. 

 

 

5. Configure the same IP scheme on Leaf1 sides as previous RFC2544 test. 

 

6. Configure the BGP router on the Leaf2 side. 
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7. Set the name of the device group – Leaf 2 BGP Router, one device per port. 

 

 

8. Set the uplink interface IP. The gateway is the BGP peer and follow the IP address 
scheme depicted in Setup diagram. 
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9. In the BGP configuration, match the diagram with AS number and DUT IP. Please note 
that the hold timer is 9 seconds and keep alive timer is 3 seconds. In the modern data 
center, it is desired to have the shorter keep alive timer interval for the better failover 
performance.  

 

10. Set the appropriate BFD protocol parameters. 
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11. Configure the BGP route advertisement range. 

 

12. Set the name as Leaf2 Host Routes 

 

13. Set the IP scheme as the network topology. The “No of addresses” option is not 
important here since it changes dynamically from the BGP failover test options. 

 

14. Back to the BGP failover QuickTest configuration, configure the rest of settings.  

a. Basic: Set the name of the QT 
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b. Timeline: Run multiple QT in series.  

 

c. Frame Size: Set the frame size as 128. 

 

d. Test Parameters: Select the physical uplink port for failover. QuickTest shuts 
down selected port during the test. 

 

 



Test Methodology for Forwarding Performance 

Find us at www.keysight.com          Page 37 

e. Configure the timers 

i. Hold down timer (Delay between each iteration): 25  

ii. Before Port Down Timeout: 35 

iii. After Port Down Timeout: 45 

[NOTE] Depends on the vendor implementation, failover recovery time (normalization) may 
vary, and you may need longer timeouts for the accurate result. In the later section RIB-IN-
Convergence test, we can drilldown more details on the Spine DUT behavior. 

15. Configure the Traffic and set the direction of the flow 

 

 

 

[Diagram] Set many to many meshes to match ECMP traffic load distribution 
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16. Hit the start button to run the test. 

 
17. While the test is running, you can check the status of the IP / Routing stack from the 

Inspector tab 

 

 

[Diagram] IP and BGP status 

 

[Diagram] Enable packet capture for better debugging 
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Results Analysis 

The test results show the convergence time per trial and per range of routes. As you can see 
from the screen shot below, a larger number of routes takes a longer time to converge. When 
the SUT is under maximum load (16000 IPv4 routes), the failover time is still under 1 second. It 
is important to analyze the trending and consistency across various route ranges to fully 
characterize the ECMP performance under various loads. 

 

In addition, it is recommended to analyze the traffic load balance/sharing across all ECMP links 
before and after the link failure. We want to ensure the ECMP load sharing/balancing is still 
efficient across all links after a few iterations of link failures. For example, if the traffic load is 
shifted to specific links after a few iterations of convergence, that will be a potential problem to 
introduce unwanted forwarding latency. This can be observed by using the real-time traffic 
statistic in QuickTest or information obtained from the management console of the SUT. 

Ixia QuickTest provides the detail test results in multiple ways: the PDF version of the report, a 
port statistic in excel format and also the IxNetwork test configuration for manual test. Please 
follow the steps to download the result files: 

1. Click the cog wheel on the right corner. 
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2. From the result tab, click on the PDF report button or download the entire test result in 
zip format. 

 

 

[Diagram] Sample Result Files in ZIP format 

 

[Diagram] PDF Report Sample 
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Test Variables 
This test configuration can be extended to benchmark the data center implementation in 
different sizes and scale: 

• The number of emulated hosts (advertised BGP routes) 

• The number of ECMP paths (test ports connected with spine switches) 

Conclusions 
Resiliency and fault tolerance are the most critical features of hyperscale data center. This test 
case demonstrates how QuickTest is effective to characterize the implementation of 
disaggregated HW and SW and accurately measure the ECMP failover time under various load 
conditions. 
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Test Methodology for BGP Performance 
BGP has been widely deployed in IP routing across internet. It is also the favorite control plane 
protocol within IP CLOS data centers. The previous section covers the forwarding performance 
of data plane (FIB, forwarding information base). This section will add the consideration of RIB 
(routing information base – BGP as key example) and describe the test methodology to fully 
characterize the performance of the combined result. The test configurations depicted in figure 4 
and 5 are applicable for this test. The key objectives of this test methodology are: 

• Measure the size of RIB routes capacity for both IPv4 and IPv6 

• Measure the performance of RIB/FIB and how quickly the system is fully converged and 
correctly forwarding traffic as defined in RFC 7747 section 5.1.1 

The detailed test procedure is as following: 

1. P1/P2/P3/P4 peering BGP (and BFD) with S1/S2/S3/S4 respectfully 

2. P1/P2/P3/P4 advertise same routes xx and configure ECMP to destination xx 

3. P5 sends traffic to routes xx 

4. Advertise (enable) routes xx on P1/P2/P3/P4, record BGP event start time - Tbgp  

5. Record timestamp when aggregated frame rate (across ECMP links) reaching 100% of 
target rate – Tmax 

6. RIB-IN (RIB/FIB) convergence time = Tmax - Tbgp 
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Test Case 3: BGP Routes Capacity and RIB/FIB Performance 
– RFC 7747 QuickTest RIB-IN Convergence Test 

Overview 
This test case utilizes the test methodology as defined in RFC 7747 section 5.1. The system 
under test is the data center incorporating the spine-leaf topology and disaggregated HW/SW 
implementation. The QuickTest RFC 7747 RIB-IN Convergence test is used to measure the 
convergence time across all ECMP crossing leaf and spine switches. 

Objective 
• Characterize the capacity of SUT’s RIB table 

• Does it meet the design specification when multiple of vendors are integrated and 
interoperating with each other? 

• How quickly the routes are learned and installed in FIB? 

Setup 

Identical physical topology as previous test case. 
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Step-by-Step Instructions  

1. In this test, we re-use all the device groups from the previous failover test.  

 

 

 

2. Creating a test will automatically add new device groups and traffic item. Since we will 
be using the same setup from previous test, we can remove them. 
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3. Configure the test parameters, similar to previous test. It is very important to configure 
enough time in the traffic duration. We have noticed that some spine switches have long 
delays to propagate BGP routes to leaf switches. 

 

[Note] When ixia Leaf2 receives expected traffic, it does not wait for the maximum duration and 
move on to the next iteration. 

Results Analysis 

We observed that the SUT is able to correctively forward traffic after the BGP routes are 
populated throughout entire network. The time it takes is recorded with each route range. We 
have also observed that the spine switches take a long time to propagate the BGP routes 
irrelevant to the number of routes. This behavior is by design to avoid frequent churns of BGP 
topology that eventually degrades overall performance and introduces instability. This test result 
also validates the SUT’s maximum routes (16000 IPv4 routes) capacity in successfully 
propagating routes and forwarding traffic. Effectively, the user can configure a sequence of 
route ranges to linearly stress-test the BGP RIB/FIB capacity. It is important to understand how 
SUT behaves under maximum load. 
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Test Variables 

This test methodology and configuration can be varied to extend test coverage: 

• Setup incremental IPv4 route ranges to qualify the maximum RIB table 

• Setup BGP+ and IPv6 routes 

• Mixed IPv4 and IPv6 routes 

Conclusions 

IxNetwork RFC 7747 QuickTest is highly effective to benchmark RIB-IN performance across different 
vendor’s implementation. 
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Test Methodology for BGP Conformance 
Protocol conformance has been well tested during the early development stage of new communication 
protocols. The test is typically done by sending a sequence of test packets to stimulate the device under 
state, then observe the responses and behavior according to well-defined protocol standards. This test 
methodology is especially critical for the implementation of disaggregated networking – mixing difference 
sources of design across HW, NOS and applications. Many popular protocols like BGP have been widely 
integrated in white box devices. The proper conformance test will ultimately identify any interoperability 
issues between new integration in white box and well-established switches/routers. For example, when a 
BGP implementation in white box passes a high percentage of IxANVL BGP conformance test cases, the 
level of interoperability with other legacy BGP devices will be statistically higher. Most of the corner cases 
and difficult to reproduce scenarios would have been identified during conformance test process. 

IxANVL provides a list of canned test cases that can be readily run by the user for doing any conformance 
testing. Especially for BGP, IxANVL has very comprehensive coverage. Here is a list of BGP Related Test 
Suites, corresponding specification and also the test case count. IxANVL test cases derive from testable 
statements from each of the BGP RFCs. 

 
 

The following test cases will demonstrate how to run an IxANVL test case step-by-step manually, and 
also how to automate the test process for fully test regression. 
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Test Tool: Ixia IxANVL   
Ixia’s IxANVL(Automated Network Validation Library) test solution quickly and effortlessly accesses a vast 
array of protocol libraries and utilities to validate new protocol stacks integrated in white box hardware. 
With its extensive test coverage per RFC standards, IxANVL increases the compliance and 
interoperability of diverse implementations of disaggregated hardware and software. 

Easy to use, thanks to an enhanced graphical user interface (GUI) and flexible test-automation 
capabilities, IxANVL delivers many key advantages. By emulating large, multi-node networks, it not only 
reduces costs—it also leads to more efficient testing and faster product-release times. And extensive and 
thorough automated testing increases your confidence in product quality.  

Throughout the deployment of new services incorporating multi-vendor implementations, data center 
operators need to verify each element of network design. Does the device’s protocol software meet 
specifications? How well does the device handle traffic from non-complying network components? How 
might new updates/patches impact existing devices? Not only do these questions demand accurate 
assessment, they also require speedy resolution, because discovering issues last-minute in production 
networks could be catastrophic and costly to recover. 

IxANVL's test results allow users to:  

• Determine exactly where a device's protocol software does and does not meet the specification  

• Observe how well the device handles traffic from non-complying network components  

• Determine how new development effects existing code, via regression testing 
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Test Case 4: Verify DUT’s Ability to Aggregate Routes & 
Send BGP UPDATE Based on Configured Aggregation 

Overview 
The BGP aggregate-address can be used to summarize a set of networks into a single prefix. Route 
Aggregation reduces the size of the global routing table, decreases routers’ workload and saves network 
bandwidth. 

Objective 
Test objective is to verify that Device Under Test is able to correctly aggregate route. After BGP session 
establishment with 2 external peers and aggregation is configured, the followings are tested - 

1. DUT must be able to aggregate the routes and send BGP Update message correctly to external 
peer.  

2. The Partial bit of ATOMIC_AGGREGATE attribute in Update message is set to 0 

• This is the RFC statement that we are going to validate:  

RFC 4271 Sec 4.3 specifies that for well-known attributes and for optional non-transitive 
attributes, the Partial bit MUST be set to 0.  

 

Setup 
The setup requires two test ports connected to Device Under Test (DUT).  

 

 
In this topology IxANVL simulates: 

• One external peer belonging to Autonomous System 2 (AS-501) and is directly connected 
with the DUT through IF-0 
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• One external peer belonging to Autonomous System 3 (AS-502) and is directly connected 
with the DUT through IF-1 

DUT belongs to Autonomous System 1 (AS-500) 

Step-by-Step Instructions  
1. Launch the IxANVL GUI and create a New Test instance for BGP4. 

 

 

2. Give the Test Instance name as BGP-Test 

 

 

3. Once the Test Instance is created, you can see the new instance being available in Config tab in 
Right-Side pane. 
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4. Next you need to configure the License Server location – whether it is registered locally or in a 
shared License Server. For that Go to Help -> Licensing  

 
 

5. Specify the License Server location. For this demonstration, we have registered the license in a 
different License Server.  

 
 

6. In Left side pane, you can see the Configuration Tab, Parameter Tab, Test Cases and other tabs.  

• Configuration tab is mostly used to specify how the Device Under Test is connected to 
IxANVL. 

• Parameter tab is mostly used to specify how the Device Under Test is going to be configured 
- is it manually or using script/automation? 



Test Methodology for BGP Conformance 

Find us at www.keysight.com          Page 54 

• Test Cases tab shows the list of test cases available in the Test Suite. 

 

 

7. First go to Configuration tab and import the Default Configuration file for BGP4 suite – 
anvlbgp4.cfg  

 

 

8. Once you import the Configuration file, you can see that the Config file is loaded with default 
config. The maximum number of interfaces required for running BGP4 suite is 3. For this test 
case demonstration, only 2 interfaces are required. You can disable the third interface. 
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9. Next, you need to specify how is the Device Under Test connected to IxANVL.  

a. If it is directly connected, select correct interfaces from ‘Local Interfaces’ tab.  

 

b. If it is connected through an Ixia Chassis, specify the Slot and Port from Remote 
Interfaces.  

• For this demonstration Test Case, Device Under Test is connected though Ixia 
Chassis. We are selecting the corresponding Chassis Slot/Port.  

 

c. Configure the second interface as well. 
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10. Now, you need to specify the IPv4 Addresses for both the DUT interfaces as well as for the 
Test Tool.  

• For this demonstration, you can specify 3.1.1.1/24 for DUT_Interface_1 and 4.1.1.1/24 for 
DUT_Interface_2.  

• The corresponding IxANVL Interfaces IPv4 addresses can be specified as 3.1.1.2/24 and 
4.1.1.2/24. These are the IPv4 Addresses that will be used as Source IPv4 Addresses for any 
packet sent from IxANVL. 

 

 

11. Next, go to Parameter tab and import the Default Parameter file for BGP4 – anvlbgp4.prm 
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12. Using Parameter tab, you can customize different values like Listen time, tolerance time etc from 
this tab. 

 

 

13. Next, we need to select test cases for execution. IxANVL provides a list of canned test cases for 
each of the test suites. For each of the test cases, the Reference, Test Classification, Test 
Topology are shown. 
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14. There are different topologies simulated in different test cases. You can select a subset of test 
cases and run only specific topology test cases as well. 

 

 

15. You can select to run only specific classification Test Cases as well. e.g if you want to run only 
MUST test cases, you can select the specific classification.  
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16. You can select a customized group of test cases as well based on your testing need. 

 

 

17. For the BGP Aggregation Test Case that is being demonstrated here, select Test Case 4.11 

 

 

18. Now, you can start running the Test case 
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19. In this demonstration, we are running the test case in manual mode. So, IxANVL is giving a 
prompt to user to configure the DUT. Initially, it is asking to configure specific IPv4 Addresses on 
the DUT interfaces and the Autonomous System ID as 500 on the Device Under Test. 

 

 

20. Next, you need to connect to management interface of Device Under Test (e.g. telnet) and 
configure as prompted by IxANVL. 

 

 

21. Now the test topology looks like this 
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22. Once configuration is done, click on ok. 

 

 

23. At next step, IxANVL will ask to configure the BGP external peers and other configurations for 
BGP aggregation that are needed for the test cases. For aggregation. we configure the 
summary using the aggregate-address command.  The significance of the summary-only 
statement is to ensure that longer-prefixes inside the aggregate address are suppressed before 
sending BGP updates. Without it, longer prefixes are advertised as well as the aggregate-
address. 

This is the running config for BGP in Cisco XRV 9000 after the needed BGP configuration is 
done.  
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24. Do all the needed configurations on the DUT and once done, click on ok.  

 

 

25. Next IxANVL will send specific BGP update messages to DUT and check if DUT is aggregating 
the routes. For this test case, IxANVL sends two Update messages from Test Interface 1.  

• BGP Update 1 contains NLRI as 5.0.0.128/25 

• BGP Update 2 contains NLRI as 5.0.0.192/26 

• Then based on aggregation configured, IxANVL expects that Device Under Test sends 
aggregated BGP Update message to Test Interface 2. 
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Results Analysis 
1. Once the Test Case run is over, IxANVL shows the test result as 

PASS/FAIL/INCONCLUSIVE. For this demonstration test case, the test status is PASS.  
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2. In the log, you can easily see that because of the routes being aggregated and the Partial 
bit being set to 0, the test case gives verdict as PASS.  

 

 

3. You can refer to various debugging features available like Packet Decode and Ladder 
Diagram that will show the packet exchanges between DUT and IxANVL. 
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4. For detailed log analysis, go to Data Miner. 

 

 

 

5. You can see the detailed log for each of the previous run from here. Select the specific run. 

 

 

6. Right Click and Export Result Folders 
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7. You can see the HTML, CSV report from here. Open xyz.log for the detailed log. 

 

 

8. You can see the test result, detailed packet exchanges and overall test summary in xyz.log 
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Test Variables 
1. This test case used for demonstration uses and configures specific values on the test tool as well 

as Device Under Test for demonstration purpose only. But, you can run the test cases with other 
values as specified by the BGP RFC as well as the values supported by the Test Tool(IxANVL).  

2. We have different topologies simulated in IxANVL depending on testing need.  

For example, Topology 2 of BGP4 suite simulates a BGP Peer that is in different AS(Autonomous 
System) that of DUT.  

 

Topology 1 of BGP4 suite simulates a BGP Peer that is in same AS (Autonomous System) that of DUT.  

 

Similarly, there are test topologies where multiple external and internal peers are simulated by IxANVL. 
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In IxANVL, there are set of test cases in each of the suites that are applicable for a specific topology. 
These set of test cases will require common configuration on DUT. To help user to run a set of test cases 
that are applicable for a specific topology, IxANVL gives a provision to user to select a set of test cases. 
This way, user can create a specific config on DUT and run the test cases that are applicable for that 
config.  

 
In this diagram, you can see that when user is selecting TOPOLOGY-1 from ‘Select Topology’, the set of 
test cases applicable for Topology-1 are selected.  



Test Methodology for BGP Conformance 

Find us at www.keysight.com          Page 69 

Conclusions 
This test covers how user can run IxANVL BGP test cases to verify if BGP implementation in DUT is 
conforming to the RFC/standard.  
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Test Case 5 – Demonstrate How to Utilize the Built-in 
Reference Library to Accelerate Test Automation. 

Overview 
IxANVL provides the ability to run the test cases automatically that is required for regression.   
Adding IxANVL test suite in regression creates the base line test results, which can be subsequently used 
to identify changes and abnormality introduced by new code revision and updates.  

Objective 
In this demonstration, we will show how easily we can automate IxANVL. We will add test automation on 
the previous test case.  

Setup 
The setup requires two test ports connected to Device Under Test.  

 
  
In this topology IxANVL simulates: 
  - One external peer belonging to Autonomous System 2(AS-501) and is directly connected with the DUT 
through IF-0 
  - One external peer belonging to Autonomous System 3(AS-502) and is directly connected with the DUT 
through IF-1 
 
DUT belongs to Autonomous System 1(AS-500) 
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Step-by-Step Instructions  
1. In the Configuration tab, there is an option to specify the Automation related parameters. 

 

 
 

2. Fill up the DUT IP/Hostname, login details and the DUT interface details based on test topology. 
Suppose, IxANVL Test Interface 1 is connected to ‘gigabitEthernet0/0/0/3’ and IxANVL Test 
Interface 2 is connected to ‘gigabitEthernet0/0/0/4’, then that needs to be filled up. 
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3. Go to Parameter tab and import the default parameter file for BGP Core – anvlbgp4.prm 

 
 

4. You can see that all the script locations are populated in the parameter tab. 
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5. Next, we will show how to update the expect scripts. IxANVL provides a list of default scripts in 
DocScript folder. Go to BGP4 folder.  

 
 
 

6. You can find the list of scripts available for BGP4 in this folder.  
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7. You need to update the bgp4-common-functions.exp script initially. It contains connect() proc 
that will show how you are going to telnet to the DUT. 

 
 

8. There are other configurations that you can populate as well like Interface, DUT-Prompt etc 
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9. Next, you need to update the bgp4-suite-setup-command.exp. In each of the scripts, we 
provide documentation of the purpose of the script and the arguments.  
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10. Update other scripts like bgp4-add-peer-command.exp, bgp4-delete-peer-command.exp etc 
based on DUT configuration.  

 
 

11. Once the scripts update is done, you can start executing the test case 
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Results Analysis 
You can see that now, there is no manual intervention required for running the test cases. IxANVL calls 
the scripts with the needed arguments and configures the DUT using the scripts. 
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Test Variables 
IxANVL provides sample configurations for each of the scripts that you can refer for updating the scripts. 
You need to find out the relevant comments for your DUT and update the scripts accordingly.  
 
For example, for the script to add a BGP Peer (bgp4-add-peer-command.exp), we have provided the 
Description/Purpose of the script and the needed arguments.  
 

 
 
Also, the sample configuration is provided for one of the DUTs that can be referred by the user. Based on 
your DUT configuration, you need to update the corresponding script. 

 

Conclusions 
This test covers how easily user can automate IxANVL test cases and execute entire test suite with test 
results saved for future baselining.  
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Appendix—BGP Primer 

Introduction 
The relentless evolution of the Internet continues to transform the way individuals, as well as 
businesses, educational institutions, and government organizations access, share, and 
communicate information. Convergence of digital voice, video, and data, is further consolidating 
the Internet as a critical infrastructure. One of the main routing protocols in the Internet and 
current de facto standard is the border gateway protocol (BGP). 

Presently ubiquitous, BGP is a critical component of the exponentially growing network of 
routers that constitutes our contemporary Internet. Carrier networks, as well as most large 
enterprise organizations with multiple links to one or more service providers use BGP. 
Moreover, the hyperscale data center networks have used BGP as the protocol of choice in all 
IP forwarding fabrics. 

The increasing popularity of BGP stems from its broad ability to distribute reachability 
information by selecting the best route to each destination according to policies specified by 
network administrators. To manage the complexity of BGP, however, a wide range of services, 
applications, and hardware must be tested and validated. Indeed, a comprehensive and well-
designed conformance and performance testing solution is crucial to successful BGP 
deployment. 

What is BGP? 
BGP is a protocol for facilitating communications between routers in different autonomous 
systems. An autonomous system (AS) is a network or group of networks under a shared 
technical administration and with common routing policies. 

Network traffic in an AS is classified as either local traffic or transit traffic. Local traffic either 
comes from or terminates in that AS, where either the IP host source address or destination 
address reside. Any other traffic traversing that AS constitutes transit traffic. A major goal of 
BGP use in the Internet is to reduce transit traffic. 

BGP advertises routes as a “promise” to carry data to the address space indicated by the IP 
prefix of the announced route. Generally, all routes in a BGP routing table outline Internet 
network connections. 

When a BGP router advertises to a neighbor that it has a path for reaching a specific IP prefix, 
the neighbor can be confident that the advertising BGP speaker is actively using that path to 
reach the target destination. Route advertisements in BGP use the AS-Path attribute to 
announce current routing to neighbor BGP speakers, which includes a list of all transit ASs that 
must be used to reach the target network. By carrying path information associated with a given 
destination between autonomous systems, BGP enables loop-free inter-domain routing. 
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BGP conveys information about AS-Path topologies and achieves inter-AS routing without 
constraining the underlying network topology. An intra-AS routing protocol—that is, interior 
gateway protocol (IGP), examples of which are routing information protocol (RIP) and open 
shortest path first (OSPF)—provides the routing within an AS. In some circumstances, BGP is 
used to exchange routes within an AS. In those cases, it is called internal BGP (I-BGP), as 
opposed to external BGP (E-BGP) when used between ASs. 

Internal and External BGP 
A BGP router can communicate with other BGP routers in its own AS or in other ASs. Both the 
I-BGP and E-BGP implement the BGP protocol with a few different rules. All I-BGP-speaking 
routers within the same AS must peer with each other in a fully connected mesh. They are not 
required to be physical neighbors, just to keep a TCP connection as a reliable transport 
mechanism. Because there is no loop detection mechanism in I-BGP, all I-BGP-speaking routers 
must not forward any third-party routing information to their peers. In contrast, E-BGP routers 
are able to advertise third-party information to their E-BGP peers, by default. 

Figure 1 shows routers R1, R2, and R3 using I-BGP to exchange routing information within the 
same AS, and router pairs R4-R2, R3-R5, and R4-R5 using E-BGP to exchange routing 
information between ASs. 

 

Figure 1. Internal BGP (I-BGP) versus external BGP (E-BGP). 

Historical Perspective 
Originally defined in RFC 1105, BGP became an Internet standard in 1989. It replaced the older 
exterior gateway protocol (EGP) used on the advanced research projects agency network 
(ARPANET), becoming the EGP of choice for inter-domain routing. Since then, BGP has gone 
through several enhancement cycles and extensions. In 1990, it was updated to BGP-2 by RFC 
1163; and in 1991, it was updated to BGP-3 by RFC 1267. The current version of the border 
gateway protocol, BGP-4, was defined in RFC 4271 and adopted in 1995. All prior versions are 
now obsolete. 
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Several extensions for BGP-4 have been proposed since then. RFC 4760 defines multiprotocol 
extensions, which includes IPv6 prefix advertisement, L3VPN, and other important 
enhancements, increasingly supported by most network equipment manufacturers (NEMs). 
Another proposed extension is BGP's graceful restart capability, to improve recovery times and 
reduce the effect of software and equipment failures on IP routing. Multiple academic and 
industry-based contributions coordinated through IETF RFCs continue to modify and expand the 
scope of BGP. 

How Does BGP Work? 

The foundation of BGP is an asynchronous, distributed, preferred-path vector algorithm that uses 
TCP as its transport protocol. In contrast with OSPF and RIP, the use of TCP as BGP’s transport 
protocol guarantees transport reliability (such as retransmission) and eliminates the additional 
complexity related to designing reliability into the protocol itself. BGP protocol data units are 
enclosed within TCP packets and the reliable transport layer protocol is used for 
acknowledgement, sequencing, fragmentation, and retransmission. After setting up a BGP 
session and exchanging initial routes, BGP peers trade incremental routing and notification 
updates. 

Protocol Overview 
Routers that run a BGP routing process are often referred to as BGP speakers. A pair of BGP-
speaking routers that form a TCP connection to exchange routing information between them are 
called BGP neighbors or peers. A single router can participate in many peering sessions at any 
given time. Each BGP session takes place exactly between two nodes, where two routers 
exchange routing information dynamically, over TCP port 179. 

For any two BGP peers in a network to be able to send and receive traffic with each other, all 
intermediate BGP routers have to forward traffic such that the packets get closer to the 
destination. Because there can be multiple paths to a given target, BGP routers use a routing 
table to store all known topology information about the network. Based on its routing table, each 
BGP router selects the best route to use for every known network destination. That information is 
stored in a forwarding table, together with the outgoing interface for the selected best path. 

With BGP, it is not necessary to refresh routing information as with many other routing protocols. 
Instead, when a router advertises a prefix to one of its BGP neighbors, that information is 
considered valid until the first router explicitly advertises that the information is no longer valid or 
until the BGP session itself is lost or closed. It is assumed that the transport connection will 
deliver all data and eventually close properly in case of  an error notification. 

There are four possible message types used with BGP, all consisting of a standard header plus 
specific packet-type contents: 

1. OPEN: First message to open a BGP session, transmitted when a link to a BGP 
neighbor comes up. It contains the AS number (ASN) and IP address of the router that 
has sent the message. 
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2. UPDATE: Message embracing routing information, including path attributes. It contains 
network layer reachability information (NLRI), listing IP addresses of new usable routes 
as well as routes that are no longer active or viable, and including both the lengths and 
attributes of the corresponding paths. 

3. NOTIFICATION: Final message transmitted on a link to a BGP neighbor before 
disconnecting. It usually describes atypical conditions prior to terminating the TCP 
connection, and provides a mechanism to gracefully close a connection between BGP 
peers. 

4. KEEP-ALIVE: Periodic message between BGP peers to inform neighbors that the 
connection is still viable by guaranteeing that the transmitter is still alive. It is an 
application type of message that is independent of the TCP keep-alive option. 

The BGP protocol has four main stages: 

1. Opening and confirming a BGP connection with a neighbor router. After two BGP 
peers establish a TCP connection, each one sends an OPEN message to the other. 

2. Maintaining the BGP connection. A BGP router can detect a link or BGP peer host 
failure through the exchange of periodic keep-alive messages with the peer router. An 
error is assumed when no messages have been exchanged for the hold timer period. 
The hold timer period is calculated as the smaller of its configured hold time setting and 
the hold time value received in the OPEN message. BGP uses periodic keep-alive 
messages to ensure that the connection between neighbors does not time out. Keep-
alive packets are small header-only BGP packets without any routing data. 

3. Sending reachability information. Routing information is advertised between a pair of 
BGP neighbors in update messages. Each update message may simultaneously 
advertise a single feasible route to a neighbor and indicate withdrawal of several 
infeasible routes from service. Update messages contain NLRI with a list of <length, 
prefix> tuples designating reachable destinations, and path attributes, including degree 
of preference for each particular route, and the list of ASs that the route has traversed. 

4. Notifying error conditions. Notification messages are sent to a neighbor router when 
error conditions (incompatibility, configuration, etc.) are detected. Notification messages 
consist of a main error code and a more detailed sub-code. Through the notification 
mechanism, a graceful close guarantees the delivery of all outstanding messages prior 
to closing the underlying TCP session. 
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AS Consistency 
BGP mandates that each AS providing transit to other ASs expose the same view to all other 
ASs using its services. All BGP speakers of a given AS must be consistent in their 
representation of the topologies both intra-AS and inter-AS. However, BGP does not specify 
which method should be used to reach, maintain, and enforce the consistency. For example, 
OSPF can be used to synchronize router databases for intra-AS topology consistency and rely 
on BGP itself for inter-AS topology consistency. 

BGP Route Advertisement 
After establishing a TCP connection, two adjacent BGP speakers exchange full routing 
information. Each BGP router may receive multiple advertisements for the same route from 
multiple sources. Based on the described paths, the router filters them and selects only one as 
the best path, puts it in its IP routing table, and propagates the path to its neighbors. By sending 
a route announcement to a neighbor, the advertising BGP router is implicitly agreeing to forward 
IP traffic to the destination network on behalf of the neighbor. If a BGP router determines that a 
route is inaccessible, it informs all its BGP neighbors of the withdrawal of the route. When a 
BGP speaker determines that a route has changed or that a new path for the same prefix is 
chosen, it advertises the replacement route without requiring a route withdrawal. 

For every neighboring BGP speaker, the administrator of a BGP router may set input policy 
filters to sort out route advertisements and perform attribute manipulation. For example, the filter 
could allow only advertisements such that paths going through a specific AS will not be used, or 
that include trustworthy ASs in the AS-Path, leaving out all other route notifications. The BGP 
routing table consists of only accepted routes that pass through the route-advertisement input 
filter; duplicates are not included. 

A BGP router sends at most one route per destination to its BGP peers. It uses output filters to 
choose the destinations that will be advertised to each BGP neighbor and leaves out routes that 
will not be advertised to one or more neighbors. BGP routers can be configured to modify route 
attributes before sharing routing information with a particular BGP peer. A BGP speaker can use 
a particular route while simultaneously choosing not to announce it to an external peer. If the 
peer has previously received an announcement for it, then the routing BGP speaker must report 
to the external peer that the previous route is now no longer available. 

BGP routers use a table version number to keep track of their present routing table instance, 
incrementing the number every time the routing table changes. Rapid increase of table version 
numbers frequently indicates network instability. Therefore, route flap damping and other 
mechanisms have been implemented to cope with unstable networks that cause rapid table 
version number increases for any BGP speaker with access to the Internet routing tables. 
Nonetheless, such rapid increases are typical of large carrier networks connected to a great 
number of BGP speakers. 
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Route Flap Damping 
Recommended in RFC 2439, BGP supports route flap damping (RFD) to reduce the impact of 
problems to a localized area in the network. RFD minimizes the instability caused by route 
flapping by suppressing the propagation of unstable BGP routes. The main parameters 
characterizing RFD are: 

• Penalty: Metric that is incremented every time a route flaps. It is decremented over time 
at a given rate. 

• Half-life time: Rate at which the penalty value is to be reduced to half the current value. 

• Suppress limit: Threshold above which a route is suppressed. 

• Reuse limit: Threshold below which a suppressed route is reclaimed. 

RFD’s goal is to reduce router-processing overhead due to instability without sacrificing 
convergence time for stable routes. Damping is not set up per path but per prefix. To achieve 
effective stabilization, BGP must distinguish between persistently unstable routes and those 
routes that only occasionally fail. 

BGP Path Selection 
BGP uses a preferred path-vector (PV) algorithm, described in RFC 1322, that itemizes the 
complete path to a destination. The PV routing algorithm supplements the advertisement of 
reachable destinations with information that describes various properties of the paths to these 
destinations. A path is the recorded sequence of ASNs through which the reachability 
information has passed. Each AS is considered equal, independent of its size and internal 
composition. 

Different autonomous domains can have different route optimality notions. This is because PV 
only standardizes the results of route selection while allowing heterogeneous criteria across 
domains. Each AS can have its own policies for route selection. To prevent forming loops, BGP 
routers ignore any routing advertisement that contains their own ASN anywhere in the AS-Path. 
To originate a route, a BGP router creates an empty—null—path and advertises it to its 
neighboring BGP routers with its ASN prepended to the otherwise empty AS-Path. 

BGP uses the shortest AS-Path routing criterion (lowest number of ASs that the route has 
traversed through) by default. However, “shortest” does not always mean “best” path to reach a 
destination prefix. Because the underlying network topology is unknown to BGP, a single AS 
hop could in fact correspond to multiple router hops. Further, default BGP routing is oblivious to 
network performance metrics, ignoring network parameters as congestion, packet loss, delay, 
and jitter. Tuning BGP for optimal or near-optimal routing depends on policies to modify the 
default behavior, and to allow for the best performing paths even when those are not the 
shortest ones. 
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Figure 2.  Which is the shortest path? BGP considers AS1-AS5-AS4 shorter than AS1-AS2-

AS3-AS4 because it only counts AS hops and not internal router hops. 

BGP routers use several route parameters, described by BGP attributes, to delineate routing 
policies. In addition to BGP attributes, BGP-4 introduced route aggregation mechanisms to 
reduce the size of the Internet routing tables. The aggregation technique is called classless 
inter-domain routing (CIDR) (or supernetting). CIDR represents IP addresses with common 
high-order bits by using shortened subnet masks. For routing purposes, only bits covered by the 
subnet mask are used, thus making all aggregated addresses to look like members of the same 
network. 

Route calculations are influenced by re-configurable router settings that specify route 
preferences. For example, the preferences may specify that a destination not be advertised to 
some neighboring BGP speakers, or that a path through a given AS should not be used or 
should be edited when passing it to a specific neighbor. 

BGP Policies and Traffic Engineering 
BGP provides mechanisms for policy-based routing, which enables BGP routers to rank routes 
and control information redistribution according to their administrator’s preference. BGP carries 
out policy routing by filtering certain routes, based on IP-prefix, AS-Path, or other attributes; or 
by adjusting selected attributes to influence the route selection process. Policies are not part of 
the protocol; they are decisions made by the AS administrator and are specified to BGP by the 
AS administrator in configuration files. Routing policies are often coupled to security, economic, 
regulatory, or political considerations. 

Through policy-based routing, BGP enables different implementations to specify path selection 
rules when many options are present and to control information distribution. Beyond using the 
routing table longest match criterion (which uses the routing table entry table that most 
specifically matches the target destination) and the shortest AS path, different vendors 
implement the BGP path selection criteria by checking BGP attributes in a slightly different 
order. In all cases, when a route is advertised, the ASN of the advertising router is added to the 
route. By stamping the sequence of ASNs, an AS-Path traces how the route became known to 
any of the routes in the trail. 
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One of the advantages of BGP’s policy routing is that filtering is a local technique. Thus, 
changes can be applied promptly and without advertising the policy. However, while policy 
localization reduces the control overhead of the protocol, the absence of synchronized policies 
and lack of global information often leads to sub-optimal route selection. 

BGP implementations assume that there is a local method of managing a BGP router, 
constructing a function that takes as input all the information advertised in a BGP update 
message about a particular destination and outputting a number. After different possible routes 
are mapped to numbers, the routes can be compared. The preferred route is the one that maps 
to the smallest number. 

Policy Convergence 

BGP’s lack of policy synchronization often leads to convergence concerns. Product 
specifications typically describe convergence time as a single numerical value. However, there 
are in fact two different kinds of convergence time: the time it takes a BGP router to build its full 
routing table after initialization, and the time it takes for a BGP router to react to a route 
announcement or withdrawal. It is important, therefore, to specify which convergence is being 
considered. 

Because routers can have their own policies, the policies can tolerate convergence problems. 
There are policies that never converge, triggering ever-changing routes, which propagate 
adjustments in other routers as well. There are convergent policies that become non-convergent 
under some topology changes (e.g., when a router or link in the path goes down). Some policies 
may or may not converge, solely depending on message ordering. Lastly, the combination of 
some routing topologies and policies can result in scenarios where it is not computationally 
feasible to calculate policy convergence (for both convergence time definitions), requiring 
significant human intervention and rigorous testing to accurately measure convergence times. 

Inter-Domain Traffic Engineering 

BGP’s default behavior is to attempt sending traffic over the route with the shortest AS-Path. 
Even though bandwidth is continuously getting cheaper, it is generally useful to balance traffic to 
take advantage of all the available bandwidth in a multi-homed setup. Traffic engineering is about 
getting network traffic to take the best route to a destination and is performed by favoring one 
link over another to reach a given destination or to receive traffic from a given source. 

In general, it is easier to engineer outgoing traffic than for incoming traffic because 
administrators only have control over what their own routers do. 

BGP traffic engineering practices are intended to provide good scaling properties that result in 
predictable changes to traffic flows and help limit the influence of neighboring domains. 
Alleviating congestion on edge links, adapting to provisioning changes (e.g., link capacity), and 
achieving good end-to-end performance are some of the goals for traffic engineering. 
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However, deep traffic engineering was not part of BGP’s original design. BGP does not provide 
a very flexible and direct language, which can result in a restrictive decision process with limited 
control that requires many interactions with neighbors. Directing traffic to a different neighbor 
AS, and directing traffic with different links to the same neighbor, makes it possible to control the 
influence of and on neighboring domains, achieving good scaling properties resulting in 
predictable changes to traffic flows. 

 
Figure 3.  Which is the best route between AS1 and AS2? BGP’s choice of the best path is 

relative to the administrator priorities, and it depends on the BGP attribute settings. 

 

Figure 3 shows a scenario with multiple paths between AS1 to AS2. The definition of best route 
here is not always obvious and depends on which parameter is more important to the network 
administrator. In this figure, bandwidth, delay, packet loss, and number of hops are considered. 

BGP Attributes 
BGP attributes are metrics that describe characteristics of routed prefixes in a BGP path. They 
are used to shape routing policy. For example, some of the attributes can be used in combination 
to equalize the distribution of inbound and outbound traffic among available multiple paths, and 
to prevent route-flapping while fine-tuning routing for load balancing. By default, BGP does not 
load-balance traffic; it selects and uses the accepted “best” route. 
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The attribute information is forwarded when BGP peers advertise routes using UPDATE 
messages. There are several types of BGP attributes: 

• Well-known Mandatory 

• Well-known Discretionary 

• Optional (or partial) Transitive 

• Optional (or partial) Non-Transitive 

A well-known attribute is one that all BGP implementations must be able to understand and are 
transmitted to all BGP neighbors. Optional attributes may not be supported by all BGP 
implementations. A mandatory attribute is one that must show in the description of a route. A 
discretionary attribute that does not have to appear. A transitive attribute is an optional attribute 
that can be passed unmodified by a BGP speaker that does not have an implementation for it. 
After a transitive attribute has been passed, it is marked as a partial attribute. A BGP speaker 
that does not have an implementation for a non-transitive attribute must delete it, not passing it 
to other BGP peers. Commonly used attributes are listed in Table 1. 

Table 1.  Commonly used attributes. 

WELL-KNOWN, MANDATORY ATTRIBUTES 

AS-Path List of ASs along the path to reach the destination. As the update passes through 
an AS, the ASN is inserted at the beginning of the list. The AS-Path attribute has 
a reverse-order list of ASs passed through to get to the destination. 

The AS-set object can be used to set an unordered set of AS's when aggregating 
routes and choosing to keep attribute information about the components of the 
aggregate. 

Next-Hop IP address of the BGP router that should receive data packets with the intention 
of getting them closer to the target destination. While in most cases the 
advertising router is the same one that will receive and forward data packets, it is 
sometimes better to have one BGP speaker announce routes on behalf of 
another BGP peer that, in turn, will perform the actual routing of the data. 

Origin Indicates how BGP learned about a particular route. There are three possible 
types: 

• IGP, where the route and prefix are interior to the originating AS, thus 
information is considered trustworthy. 

• EGP, where the route and prefix are learned via eBGP. EGP is usually 
less preferable than IGP because EGP does not work when topological 
loops exist. 

• Incomplete, which indicates either unknown origin or that the route was 
learned in a different way, and not via IGP or EGP, which, for example 
happens when a route is redistributed into BGP, or for a static route. 
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WELL-KNOWN, DISCRETIONARY ATTRIBUTES 

Local 
Preference 

Indicates the degree of preference for an external route. It identifies the preferred 
exit point from the local AS for a specific route, where the route with the highest 
local preference value is preferred. It might override preferences from external 
ASs. The local preference path attribute is always advertised to I-BGP peers and 
neighboring confederations. It is never advertised to E-BGP peers. 

Atomic 
Aggregate 

Indicates that the aggregation of routes has caused some path attribute 
information to be lost. 

OPTIONAL, TRANSITIVE ATTRIBUTES 

Aggregator Used together with the atomic aggregate attribute, specifies AS number and router 
ID of the router that executed the aggregation. 

OPTIONAL, NON-TRANSITIVE ATTRIBUTES 

Multi-Exit-
Discriminator 
(MED) 

Also known as the external metric attribute of a route, it provides information 
about which path should be selected by external neighbors accessing an AS with 
various entry points. MED is advertised to external neighbors, suggesting to 
external peers the relative preference of entry points and defining a preferred 
path into the advertising AS. Because current RFCs do not require MED 
comparisons, vendor-specific implementations of path ordering can influence the 
routing decision process. 

Community 
 

Group of destinations that share common properties so that policies can be 
applied at the group level. The community attribute is not restricted to one AS or 
network, each destination can belong to multiple communities. It indicates a set to 
which the destination belongs so that policy configuration can be done by group 
rather than by single prefixes. 

BGP Extensions  
There are multiple extensions to the original BGP-4 protocol. These extensions either fix 
problems or limitations of the original proposal or add new functionality. For example, fully 
connected meshes cause scaling problems in I-BGP, which are fixed by the following two 
methods. One is route reflection (RFC 4456), where some BGP speakers called route reflectors 
in the AS are allowed to collect BGP information and forward it within the domain. The other 
solution, called confederations (RFC 5065), allows aggregation of many ASs within a bigger 
confederation-AS, as well as the possibility to subdivide an AS. 
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Route Reflectors 
A route reflector (RR) is a concentration router acting as a focal point for I-BGP sessions, which 
adds a hierarchy level to I-BGP. Described in RFC 4456, a route reflector supports route re-
advertisement between I-BGP neighbors to alleviate the need for a full mesh. 

A route reflector client is a regular BGP speaking router that depends on a RR to re-advertise its 
routes within their AS and to learn about routes external to their AS. An AS can have more than 
one RR and each RR can receive AS-Paths from clients and non-clients. If the best path is from 
a client, it reflects to both clients and non-clients. If the best path is from a non-client, it reflects it 
only to clients, maintaining the behavior for re-advertisement between non-clients. 

Route reflection is primarily recommended for ASs with large internal meshes and is not 
recommended for every topology. 

In Figure 4, R11 and R12 are a single cluster, where R12 is the RR and R11 is the client. 
Similarly, R16 is the RR of the cluster that also includes R15 and R17. R14 is a stand-alone RR, 
forming a full mesh with the other two RR's within AS1. 

 
Figure 4. Example of route reflector use where only route reflectors are connected in a full mesh. 

 

AS Confederations 
A confederation is a group of ASs that looks to outside routers as if they all were a single AS, 
with a regular ASN. Autonomous system aggregation makes it possible to simplify policies and 
traffic engineering tasks by using the confederation to represent multiple ASs in a path, or by 
blocking routes that go through the confederation, instead of explicitly listing all ASs. While 
lowering protocol overhead, the addition of such a level of abstraction and hierarchy also 
impacts routing efficiency (such as storage, processing times, etc.). Simply stated, the more the 
aggregation the less optimal the routing. 
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To avoid loops, a confederation can only appear once in an AS-Path, possibly leading to sub-
optimal routing in cases such as the one shown in Figure 5. While ASs inside the confederation 
do share their ASNs, they are invisible outside the confederation, and are replaced with the 
confederation identifier. 

 
Figure 5.  Confederations: To avoid loops, a “no route re-entry” rule is enforced. 

 

Figure 5 suggests that routing from ASa to ASb would prefer the path ASa-AS1-AS2-AS3-ASb 
(if there would be no confederation, or if loops would not be a problem). Because it is not 
possible to enter a confederation more than once in a single AS path, the only possible path from 
ASa to ASb is ASa-AS1-AS7-AS6-AS5-AS4-AS3-ASB. 

 
Figure 6.  Multi-protocol BGP. 
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BGP Multi-Protocol Extensions 
Multi-protocol BGP (MBGP), also called BGP-4+, is defined by RFC 4760. MBGP is an 
extension to BGP that expands routing support from IPv4 to other network layer protocols and is 
used mostly for ISP-to-ISP peering and for multi-homed networks. Although currently IPv4 is the 
most common of these protocols, the transition to IPv6 is already underway. Of course, there 
are parts of the Internet that do forward other protocols, such as IPX, VINES, VPNv4, and 
others. The BGP extensions also allow multicast routing information between BGP peers to be 
forwarded. MBGP speakers keep two sets of routing databases, one for unicast and another 
one for multicast. These databases operate over BGP and use both TCP and UDP. 

BGP-MPLS VPN Support 
Internet service providers can offer VPN services to their customers using their existing IP 
backbone infrastructure. RFC 4364 describes BGP/MPLS VPNs, where BGP is used to 
distribute VPN routing information, using MPLS to forward VPN traffic from one VPN site to 
another. The main goals are service simplification for customers, with scalability and flexibility of 
the service to facilitate large-scale deployment. Further, the objective is to allow policies in VPN 
creation that can be implemented by the service provider alone, or jointly by customer and 
service provider. 

 
Figure 7.  Customer edge-routers in AS1, AS2, AS3, and AS4 can distribute IP VPN routes to 

service provider routers, to reach other routers in other ASs using various tunneling techniques. 
In BGP/MPLS VPN, multi-protocol BGP is used to circulate VPN routes, and MPLS is used to 

forward VPN packets over the service provider backbone. 

 

Figure 7 illustrates the fundamental building blocks of a BGP/MPLS VPN. Multi-protocol BGP is 
used to circulate VPN routes, and MPLS is used to forward VPN packets over the service 
provider backbone. Each provider edge (PE) router functions as a collection of virtual routers, 
one per VPN. The service provider institutes a mesh of MPLS label switched paths between all 
the PE routers that have to communicate. To build a map of destinations and VPN labels, all PE 
routers qualify external IP addresses that they learn with a per-VPN identifier, sharing them with 
all other PE routers using multi-protocol BGP, and including MPLS labels for the destination 
route or destination port. 
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Extension for IPv6 
There is no specific BGP for IPv6. There are IPv6 extensions for BGP defined in RFC 2545, 
which are based on the general multi-protocol extensions for BGP as defined in RFC 4760, and 
originally in older RFCs, now obsolete. The extensions for IPv6 are based on BGP’s network 
layer protocol information exchange, beyond IPv4. 

BGP Security 
Some of the benefits of using such a ubiquitous transport protocol such as TCP come at the 
expense of associated vulnerabilities. To protect the BGP data stream from potential attacks, 
BGP can run over IPsec or use TCP MD5, a secure version of the transport protocol described 
in RFC 2385 (which has been replaced by RFC 5925, providing stronger message 
authentication codes). The TCP MD5 is most common in current BGP implementations and sets 
up a secure signature for the TCP packets based on a cryptographic protection. Every packet in 
BGP’s TCP session contains a field with the secret key and the MD5 checksum of the packet 
content. BGP peers that use the TCP MD5 transport mechanism automatically discard any 
packet without the appropriate signature. 

BGP Testing  
Why Test for BGP Conformance and Interoperability? 
BGP standards and implementations are continuously adapting to the ever-changing needs of 
the industry. At the time of this writing, BGP and its evolving extensions have over 250 
associated IETF drafts, and over 100 related RFCs. Various vendors present significantly 
different BGP implementations. In such a dynamic setting, the compliance of the equipment with 
accepted industry standards is crucial. 

Service providers, network operators, and many enterprise organizations present multi-vendor 
environments. Conformance test tools, with a precise and thorough test methodology, can 
identify and isolate problems prior to deployment. 

Conformance testing results in increased product quality and customer confidence. NEMs, 
providing interoperable products is a key element to success in the introduction of any new 
product. Problems identified earlier in development reduce costly last-minute rework and post-
deployment problems. Thus, NEMs must test interoperability and conformance between 
products in their own product lines, and in many cases test their interaction with relevant 
competitors. 

A growing number of companies use network equipment from a primary single vendor, mainly to 
reduce support and management costs. In these more homogeneous environments, 
interoperability and system integration are easier to achieve. However, this approach relies on 
the capability of the strategic single vendor to provide technological innovations and product 
updates that will continue to serve the organization. 
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Testing interoperability is also important in homogeneous environments. Most large NEMs have 
multiple product series, with different groups that may even compete within the vendor’s 
organization. For mission-critical networks, the return on investment of assuring vital data 
cannot rely on the vendors’ internal interoperability tests alone. Financial corporations, medical 
institutions, and a growing number of Fortune 1000 companies that have single-vendor 
environments protect mission-critical data and equipment through preventive interoperability 
and conformance testing before and after deployment. 

Lastly, homogeneous environments can also benefit from interoperability testing to certify that 
the equipment can work with other vendor’s equipment, in the event that upgrades or new 
technologies are needed from other manufacturers. Since test cycles are short and require very 
frequent runs, these tests are often automated. To address these challenges, most vendors and 
service providers rely on third-party conformance testing products, maintained and supported by 
a dedicated organization. 

Why Test for BGP Scalability and Performance? 
Scalability and performance tests are key for both vendors and end users alike. NEMs must 
understand the performance boundaries of their products both for engineering purposes and to 
generate accurate specifications. Customers must verify vendor claims within their own specific 
network settings. Network managers must understand the scalability limitations and 
performance bottlenecks of each network element before deployment. 

Scalability testing is critical to understanding network dynamics and their limits as new 
customers are added. Given the advances in hardware-based routing in recent years, the 
expectations for device performance have grown so that line rate-traffic support is typically a 
given. Characterizing BGP performance bottlenecks properly requires a test bed that can 
overrun the performance and scalability limitations of a device or system under test. It is critical 
to generate realistic BGP traffic for capacity testing, as well as randomized route instability to 
verify BGP speakers’ ability to converge to stable routing, while measuring convergence times 
and the effects of chosen policies.  

Creating such a test bed from hundreds of routers or switches is prohibitively expensive and 
difficult to manage. NEMs and service providers need test tools that can simulate real-world 
network conditions affordably and manageably. To stress-test both the control and data planes 
adequately, the test tool needs to emulate thousands of routers and generate wire-speed traffic, 
manipulating the mandatory and well-known route attributes of one or many routes to create 
realistic Internet scenarios. 

Both equipment vendors and network operators can benefit from a test methodology that can 
characterize data plane scalability and performance, including such metrics as: 

• Throughput 

• Latency 

• Jitter 

• Packet loss 
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And control plane performance metrics such as: 

• Size of forwarding information base 

• Routing scalability 

• Route convergence 

• Routing stability 

Together, scalability and performance metrics can be competitive differentiators for equipment 
vendors. For service providers and network managers, they are key selection criteria between 
vendors. Characterizing these elements is critical, since they directly impact the service quality 
that can be delivered to the end customer. 
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